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ABSTRACT

The original “Seven Motifs” set forth a roadmap of essential methods for the field of scientific
computing, where a motif is an algorithmic method that captures a pattern of computation and data
movement.! We present the Nine Motifs of Simulation Intelligence, a roadmap for the development
and integration of the essential algorithms necessary for a merger of scientific computing, scientific
simulation, and artificial intelligence. We call this merger simulation intelligence (SI), for short.
We posit the motifs of simulation intelligence are interconnected and interdependent, much like the
components within the layers of an operating system. Using this metaphor, we explore the nature of
each layer of the simulation intelligence “operating system” stack (SI-stack) and the motifs therein:

Multi-physics and multi-scale modeling 6. Probabilistic programming
Surrogate modeling and emulation
Simulation-based inference
Causal modeling and inference
Agent-based modeling 9. Machine programming

7. Differentiable programming
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8. Open-ended optimization

Dk w =

We believe coordinated efforts between motifs offers immense opportunity to accelerate scientific
discovery, from solving inverse problems in synthetic biology and climate science, to directing nuclear
energy experiments and predicting emergent behavior in socioeconomic settings. We elaborate on each
layer of the SI-stack, detailing the state-of-art methods, presenting examples to highlight challenges
and opportunities, and advocating for specific ways to advance the motifs and the synergies from
their combinations. Advancing and integrating these technologies can enable a robust and efficient
hypothesis—simulation—analysis type of scientific method, which we introduce with several use-cases
for human-machine teaming and automated science.
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"We eschew the original term “dwarf” for the more appropriate “motif” in this paper, and encourage the field to follow suit.
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Introduction

Simulation has become an indispensable tool for researchers across the sciences to explore the behavior of complex,
dynamic systems under varying conditions [1], including hypothetical or extreme conditions, and increasingly tipping
points in environments such as climate [2, 3, 4], biology [5, 6], sociopolitics [7, 8], and others with significant
consequences. Yet there are challenges that limit the utility of simulators (and modeling tools broadly) in many settings.
First, despite advances in hardware to enable simulations to model increasingly complex systems, computational costs
severely limit the level of geometric details, complexity of physics, and the number of simulator runs. This can lead to
simplifying assumptions, which often render the results unusable for hypothesis testing and practical decision-making.
In addition, simulators are inherently biased as they simulate only what they are programmed to simulate; sensitivity
and uncertainty analyses are often impractical for expensive simulators; simulation code is composed of low-level
mechanistic components that are typically non-differentiable and lead to intractable likelihoods; and simulators can
rarely integrate with real-world data streams, let alone run online with live data updates.

Recent progress with artificial intelligence (AI) and machine learning (ML) in the sciences has advanced methods
towards several key objectives for AI/ML to be useful in sciences (beyond discovering patterns in high-dimensional
data). These advances allow us to import priors or domain knowledge into ML models and export knowledge from
learned models back to the scientific domain; leverage ML for numerically intractable simulation and optimization
problems, as well as maximize the utility of real-world data; generate myriads of synthetic data; quantify and reason
about uncertainties in models and data; and infer causal relationships in the data.

It is at the intersection of Al and simulation sciences where we can expect significant strides in scientific experimentation
and discovery, in essentially all domains. For instance, the use of neural networks to accelerate simulation software for
climate science [9], or multi-agent reinforcement learning and game theory towards economic policy simulations [10].
Yet this area is relatively nascent and disparate, and a unifying holistic perspective is needed to advance the intersection
of AI and simulation sciences.

This paper explores this perspective. We lay out the methodologies required to make significant strides in simulation and
Al for science, and how they must be fruitfully combined. The field of scientific computing was at a similar inflection
point when Phillip Colella in 2004 presented to DARPA the “Seven Dwarfs” for Scientific Computing, where each of
the seven represents an algorithmic method that captures a pattern of computation and data movement [11, 12, 13].
For the remainder of this paper, we choose to replace a potentially insensitive term with “motif”, a change we suggest
for the field going forward.

The motifs nomenclature has proven useful for reasoning at a high level of abstraction about the behavior and require-
ments of these methods across a broad range of applications, while decoupling these from specific implementations.
Even more, it is an understandable vocabulary for talking across disciplinary boundaries. Motifs also provide “anti-
benchmarks™: not tied to narrow performance or code artifacts, thus encouraging innovation in algorithms, programming
languages, data structures, and hardware [12]. Therefore the motifs of scientific computing provided an explicit roadmap
for R&D efforts in numerical methods (and eventually parallel computing) in sciences.

In this paper, we similarly define the Nine Motifs of Simulation Intelligence, classes of complementary algorithmic
methods that represent the foundation for synergistic simulation and Al technologies to advance sciences; simulation
intelligence (SI) describes a field that merges of scientific computing, scientific simulation, and artificial intelligence
towards studying processes and systems in silico to better understand and discover in situ phenomena. Each of the SI
motifs has momentum from the scientific computing and Al communities, yet must be pursued in concert and integrated
in order to pass the existing bottlenecks of scientific simulators, overcome the shortcomings of engineering physics',
and enable new scientific workflows.

Unlike the older seven motifs of scientific computing, our SI motifs are not necessarily independent. Many of these are
interconnected and interdependent, much like the components within the layers of an operating system. The individual
modules can be combined and interact in multiple ways, gaining from this combination. Using this metaphor, we
explore the nature of each layer of the “SI stack™, the motifs within each layer, and the combinatorial possibilities
available when they are brought together — the layers are illustrated in Fig. 1.

iThe 2004 “Seven Motifs for Scientific Computing”: Dense Linear Algebra, Sparse Linear Algebra, Computations on Structured
Grids, Computations on Unstructured Grids, Spectral Methods, Particle Methods, and Monte Carlo [11].

i Engineering physics (or engineering science) refers to the study of the combined disciplines of physics, mathematics, chemistry,
biology, and engineering, particularly computer, nuclear, electrical, electronic, aerospace, materials or mechanical engineering. The
discipline is meant for cross-functionality and bridging the gap between theoretical science and practical engineering, seeking ways
to apply, design, and develop new solutions in engineering.
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Figure 1: An operating system (OS) diagram, elucidating the relationships of the nine Simulation Intelligence motifs,
their close relatives, such as domain-specific languages (DSL) [14] and working memory [15], and subsequent SI-based
science workflows. The red, purple, orange, and green plates represent the hardware, OS, application, and user layers,
respectively (from bottom to top). In the applications layer (orange plate) are some main SI workflows — notice some
entries have a cyan outline, signifying machine-science classes that contain multiple workflows in themselves (see text
for details), and entries with a pink outline denote statistical and ML methods that have been used for decades, but here
in unique SI ways. In the text we generically refer to this composition as the “SI stack”, although the mapping to an OS
is a more precise representation of the SI layers and their interactions. We could have shown a simpler diagram with
only the nine SI motifs, but the context of the broader stack that is enabled by their integration better elucidates the
improved and new methods that can arise.

We begin by describing the core layers of the SI stack, detailing each motif within: the concepts, challenges, state-of-
the-art methods, future directions, ethical considerations, and many motivating examples. As we traverse the SI stack,
encountering the numerous modules and scientific workflows, we will ultimately be able to lay out how these advances
will benefit the many users of simulation and scientific endeavors. Our discussion continues to cover important SI
themes such as inverse problem solving and human-machine teaming, and essential infrastructure areas such as data
engineering and accelerated computing.

By pursuing research in each of these SI motifs, as well as ways of combining them together in generalizable software
towards specific applications in science and intelligence, the recent trend of decelerating progress may be reversed
[16, 17]. This paper aims to motivate the field and provide a roadmap for those who wish to work in Al and simulation
in pursuit of new scientific methods and frontiers.



Simulation Intelligence Motifs

Although we define nine concrete motifs, they are not necessarily independent — many of the motifs are synergistic in
function and utility, and some may be building blocks underlying others. We start by describing the “module” motifs, as
in Fig. 1, followed by the underlying “engine” motifs: probabilistic and differentiable programming. We then describe
the motifs that aim to push the frontier of intelligent machines: open-endedness and machine programming.

The Modules

Above the “engine” in the proverbial SI stack (Fig. 1) are “modules”, each of which can be built in probabilistic and
differentiable programming frameworks, and make use of the accelerated computing building blocks in the hardware
layer. We start this section with several motifs that closely relate to the physics-informed learning topics most recently
discussed above, and then proceed through the SI stack, describing how and why the module motifs compliment one
another in myriad, synergistic ways.

1. MULTI-PHYSICS & MULTI-SCALE MODELING

Simulations are pervasive in every domain of science and engineering, yet are often done in isolation: climate simulations
of coastal erosion do not model human-driven effects such as urbanization and mining, and even so are only consistent
within a constrained region and timescale. Natural systems involve various types of physical phenomena operating at
different spatial and temporal scales. For simulations to be accurate and useful they must support multiple physics and
multiple scales (spatial and temporal). The same goes for AI & ML, which can be powerful for modeling multi-modality,
multi-fidelity scientific data, but machine learning alone — based on data-driven relationships — ignores the fundamental
laws of physics and can result in ill-posed problems or non-physical solutions. For ML (and Al-driven simulation) to be
accurate and reliable in the sciences, methods must integrate multi-scale, multi-physics data and uncover mechanisms
that explain the emergence of function.

Multi-physics Complex real-world problems require solutions that span a multitude of physical phenomena, which
often can only be solved using simulation techniques that cross several engineering disciplines. Almost all practical
problems in fluid dynamics involve the interaction between a gas and/or liquid with a solid object, and include a range
of associated physics including heat transfer, particle transport, erosion, deposition, flow-induced-stress, combustion
and chemical reaction. A multi-physics environment is defined by coupled processes or systems involving more
than one simultaneously occurring physical fields or phenomena. Such an environment is typically described by
multiple partial differential equations (PDEs), and tightly coupled such that solving them presents significant challenges
with nonlinearities and time-stepping. In general, the more interacting physics in a simulation, the more costly the
computation.

Multi-scale  Ubiquitous in science and engineering, cascades-of-scales involve more than two scales with long-range
spatiotemporal interactions (that often lack self-similarity and proper closure relations). In the context of biological
and behavioral sciences, for instance, multi-scale modeling applications range from the molecular, cellular, tissue, and
organ levels all the way to the population level; multi-scale modeling can enable researchers to probe biologically
relevant phenomena at smaller scales and seamlessly embed the relevant mechanisms at larger scales to predict the
emergent dynamics of the overall system [20]. Domains such as energy and synthetic biology require engineering
materials at the nanoscale, optimizing multi-scale processes and systems at the macroscale, and even the discovery
of new governing physicochemical laws across scales. These scientific drivers call for a deeper, broader, and more
integrated understanding of common multi-scale phenomena and scaling cascades. In practice, multi-scale modeling
is burdened by computational inefficiency, especially with increasing complexity and scales; it is not uncommon to
encounter “hidden” or unknown physics of interfaces, inhomogeneities, symmetry-breaking and other singularities.

Methods for utilizing information across scales (and physics that vary across space and time) are often needed in
real-world settings, and with data from various sources: Multi-fidelity modeling aims to synergistically combine
abundant, inexpensive, low-fidelity data and sparse, expensive, high-fidelity data from experiments and simulations.
Multi-fidelity modeling is often useful in building efficient and robust surrogate models (which we detail in the surrogate
motif section later) [21] — some examples include simulating the mixed convection flow past a cylinder [22] and cardiac
electrophysiology [23].
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Figure 2: Diagram of the various physics and scales to simulate for turbulent flow within a nuclear reactor core —
top-to-bottom zooming in reveals finer and finer scales, each with different physics to model. Al-driven computational
fluid dynamics (CFD) can radically improve the resolution and efficiency of such simulations [18, 19].

In computational fluid dynamics (CFD), classical methods for multi-physics and multi-scale simulation (such as finite
elements and pseudo-spectral methods) are only accurate if flow feature are all smooth, and thus meshes must resolve
the smallest features. Consequently, direct numerical simulation for real-world systems such as climate and jet physics
are impossible. It is common to use smoothed versions of the Navier Stokes equations to allow coarser meshes while
sacrificing accuracy. Although successful in design of engines and turbo-machinery, there are severe limits to what
can be accurately and reliably simulated — the resolution-efficiency tradeoff imposes a significant bottleneck. Methods
for Al-driven acceleration and surrogate modeling could accelerate CFD and multi-physics multi-scale simulation by
orders of magnitude. We discuss specific methods and examples below.

Physics-informed ML  The newer class of physics-informed machine learning methods integrate mathematical physics
models with data-driven learning. More specifically, making an ML method physics-informed amounts to introducing
appropriate observational, inductive, or learning biases that can steer or constrain the learning process to physically
consistent solutions [24]:



1. Observational biases can be introduced via data that allows an ML system to learn functions, vector fields,
and operators that reflect physical structure of the data.

2. Inductive biases are encoded as model-based structure that imposes prior assumptions or physical laws, making
sure the physical constraints are strictly satisfied.

3. Learning biases force the training of an ML system to converge on solutions that adhere to the underlying
physics, implemented by specific choices in loss functions, constraints, and inference algorithms.

Neural Network AutoDiff

Physics-informed Loss

Lppe = f(@, 0,4, 0,1, ..., 4)
Lpata = @lg — ulpata
Lic =1tl|qe, — glag,
Lpc = (Onlllan—0n9laa) + (@lan — glan)

NG NN

| L=wiLppg +WyLgqtat
Y w3Lic+ wyLpc
End

Figure 3: Diagram of a physics-informed neural network (PINN), where a fully-connected neural network (red), with
time and space coordinates (¢, x) as inputs, is used to approximate the multi-physics solutions 4 = [u, v, p, ¢]. The
derivatives of @ with respect to the inputs are calculated using automatic differentiation (purple; autodiff is discussed
later in the SI engine section) and then used to formulate the residuals of the governing equations in the loss function
(green), that is generally composed of multiple terms weighted by different coefficients. By minimizing the physics-
informed loss function (i.e., the right-to-left process) we simultaneously learn the parameters of the neural network 6
and the unknown PDE parameters \. (Figure reproduced from Ref. [25])

A common problem template involves extrapolating from an initial condition obtained from noisy experimental data,
where a governing equation is known for describing at least some of the physics. An ML method would aim to predict
the latent solution u(¢, z) of a system at later times ¢ > 0 and propagate the uncertainty due to noise in the initial data.
A common use-case in scientific computing is reconstructing a flow field from scattered measurements (e.g., particle
image velocimetry data), and using the governing Navier—Stokes equations to extrapolate this initial condition in time.

For fluid flow problems and many others, Gaussian processes (GPs) present a useful approach for capturing the physics
of dynamical systems. A GP is a Bayesian nonparametric machine learning technique that provides a flexible prior
distribution over functions, enjoys analytical tractability, defines kernels for encoding domain structure, and has a fully
probabilistic workflow for principled uncertainty reasoning [26, 27]. For these reasons GPs are used widely in scientific
modeling, with several recent methods more directly encoding physics into GP models: Numerical GPs have covariance
functions resulting from temporal discretization of time-dependent partial differential equations (PDEs) which describe
the physics [28, 29], modified Matérn GPs can be defined to represent the solution to stochastic partial differential
equations [30] and extend to Riemannian manifolds to fit more complex geometries [31], and the physics-informed
basis-function GP derives a GP kernel directly from the physical model [32] — the latter method we elucidate in an
experiment optimization example in the surrogate modeling motif.

With the recent wave of deep learning progress, research has developed methods for building the three physics-informed
ML biases into nonlinear regression-based physics-informed networks. More specifically, there is increasing interest in
physics-informed neural networks (PINNs): deep neural nets for building surrogates of physics-based models described
by partial differential equations (PDEs) [33, 34]. Despite recent successes (with some examples explored below)
[35, 36, 37, 38, 39, 40], PINN approaches are currently limited to tasks that are characterized by relatively simple and
well-defined physics, and often require domain-expert craftsmanship. Even so, the characteristics of many physical
systems are often poorly understood or hard to implicitly encode in a neural network architecture.

Probabilistic graphical models (PGMs) [41], on the other hand, are useful for encoding a priori structure, such as the
dependencies among model variables in order to maintain physically sound distributions. This is the intuition behind
the promising direction of graph-informed neural networks (GINN) for multi-scale physics [42]. There are two main



components of this approach (shown in Fig. 7): First, embedding a PGM into the physics-based representation to
encode complex dependencies among model variables that arise from domain-specific information and to enable the
generation of physically sound distributions. Second, from the embedded PGM identify computational bottlenecks
intrinsic to the underlying physics-based model and replace them with an efficient NN surrogate. The hybrid model thus
encodes a domain-aware physics-based model that synthesizes stochastic and multi-scale modeling, while computational
bottlenecks are replaced by a fast surrogate NN whose supervised learning and prediction are further informed by the
PGM (e.g., through structured priors). With significant computational advantages from surrogate modeling within
GINN, we further explore this approach in the surrogate modeling motif later.

Modeling and simulation of complex nonlinear multi-scale and multi-physics systems requires the inclusion and
characterization of uncertainties and errors that enter at various stages of the computational workflow. Typically
we’re concerned with two main classes of uncertainties in ML: aleatoric and epistemic uncertainties. The former
quantifies system stochasticity such as observation and process noise, and the latter is model-based or subjective
uncertainty due to limited data. In environments of multiple scales and multiple physics, one should consider an
additional type of uncertainty due the randomness of parameters of stochastic physical systems (often described by
stochastic partial- or ordinary- differential equations (SPDEs, SODEs)). One can view this type of uncertainty arising
from the computation of a sufficiently well-posed deterministic problem, in contrast to the notion of epistemic or
aleatoric uncertainty quantification. The field of probabilistic numerics [43] makes a similar distinction, where the
use of probabilistic modeling is to reason about uncertainties that arise strictly from the lack of information inherent
in the solution of intractable problems such as quadrature methods and other integration procedures. In general the
probabilistic numeric viewpoint provides a principled way to manage the parameters of numerical procedures. We
discuss more on probabilistic numerics and uncertainty reasoning later in the SI themes section. The GINN can quantify
uncertainties with a high degree of statistical confidence, while Bayesian analogs of PINNs are a work in progress
[44]—one cannot simply plug in MC-dropout or other deep learning uncertainty estimation methods. The various
uncertainties may be quantified and mitigated with methods that can utilize data-driven learning to inform the original
systems of differential equations. We define this class of physics-infused machine learning later in this section and in
the next motif.

The synergies of mechanistic physics models and data-driven learning are brought to bear when physics-informed ML
is built with differentiable programming (one of the engine motifs), which we explore in the first example below.

Examples

Accelerated CFD via physics-informed surrogates and differentiable programming Kochkov et al. [18] look
to bring the advantages of semi-mechanistic modeling and differentiable programming to the challenge of complex
computational fluid dynamics (CFD). The Navier Stokes (NS) equations describe fluid dynamics well, yet in cases of
multiple physics and complex dynamics, solving the equations at scale is severely limited by the computational cost
of resolving the smallest spatiotemporal features. Approximation methods can alleviate this burden, but at the cost
of accuracy. In Kochkov et al, the components of traditional fluids solvers most affected by the loss of resolution are
replaced with better performing machine-learned alternatives (as presented in the semi-mechanistic modeling section
later). This Al-driven solver algorithm is represented as a differentiable program with the neural networks and the
numerical methods written in the JAX framework [45]. JAX is a leading framework for differentiable programming, with
reverse-mode automatic differentiation that allows for end-to-end gradient based optimization of the entire programmed
algorithm. In this CFD use-case, the result is an algorithm that maintains accuracy while using 10x coarser resolution in
each dimension, yielding an 80-fold improvement in computation time with respect to an advanced numerical method
of similar accuracy.

Related approaches implement PINNs without the use of differentiable programming, such as TF-Net for modeling
turbulent flows with several specially designed U-Net deep learning architectures [46]. A promising direction in this and
other spatiotemporal use-cases is neural operator learning: using NNs to learn mesh-independent, resolution-invariant
solution operators for PDEs. To achieve this, Li et al. [47] use a Fourier layer that implements a Fourier transform, then
a linear transform, and an inverse Fourier transform for a convolution-like operation in a NN. In a Bayesian inverse
experiment, the Fourier neural operator acting as a surrogate can draw MCMC samples from the posterior of initial NS
vorticity given sparse, noisy observations in 2.5 minutes, compared to 18 hours for the traditional solver.

Multi-physics and HPC simulation of blood flow in an intracranial aneurysm Modulus is an Al-driven multi-
physics simulation framework based on neural network solvers—more specifically it approximates the solution to a
PDE by a neural network [19]. Modulus improves on previous NN-solvers to take on the challenge of gradients and
discontinuities introduced by complex geometries or physics. The main novelties are the use of Signed Distance
Functions for loss weighting, and integral continuity planes for flow simulation. An intriguing real-world use case is
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Figure 4: Modulus simulation results for the aneurysm problem [19]. Left: patient-specific geometry of an intracranial
aneurysm. Center: Streamlines showing accurate flow field simulation inside the aneurysm sac. Right: Transfer learning
within the NN-based simulator accelerates the computation of patient-specific geometries.

simulating the flow inside a patient-specific geometry of an aneurysm, as shown in Fig.4. It is particularly challenging
to get the flow field to develop correctly, especially inside the aneurysm sac. Building Modulus to support multi-
GPU and multi-node scaling provides the computational efficiency necessary for such complex geometries. There’s
also optimization over repetitive trainings, such as training for surrogate-based design optimization or uncertainty
quantification, where transfer learning reduces the time to convergence for neural network solvers. Once a model
is trained for a single geometry, the trained model parameters are transferred to solve a different geometry, without
having to train on the new geometry from scratch. As shown in Fig.4, transfer learning accelerates the patient-specific
intracranial aneurysm simulations.

Raissi et al. [48] similarly approach the problem of 3D physiologic blood flow in a patient-specific intracranial aneurysm,
but implementing a physics-informed NN technique: the Hidden Fluid Mechanics approach that uses autodiff (i.e.
within differentiable programming) to simultaneously exploit information from the Navier Stokes equations of fluid
dynamics and the information from flow visualization snapshots. Continuing this work has high potential for the
robust and data-efficient simulation in physical and biomedical applications. Raissi et al. effectively solve this as an
inverse problem using blood flow data, while Modulus approaches this as a forward problem without data. Nonetheless
Modulus has potential for solving inverse problems as well (within the inverse design workflow of Fig. 33 for example).

Learning quantum chemistry Using modern algorithms and supercomputers, systems containing thousands of
interacting ions and electrons can now be described using approximations to the physical laws that govern the world
on the atomic scale, namely the Schrodinger equation [51]. Chemical-simulation can allow for the properties of a
compound to be anticipated (with reasonable accuracy) before synthesizing it in the laboratory. These computational
chemistry applications range from catalyst development for greenhouse gas conversion, materials discovery for energy
harvesting and storage, and computer-assisted drug design [52]. The potential energy surface is the central quantity of
interest in the modeling of molecules and materials, computed by approximations to the time-independent Schrodinger
equation. Yet there is a computational bottleneck: high-level wave function methods have high accuracy, but are
often too slow for use in many areas of chemical research. The standard approach today is density functional theory
(DFT) [53], which can yield results close to chemical accuracy, often on the scale of minutes to hours of computational
time. DFT has enabled the development of extensive databases that cover the calculated properties of known and
hypothetical systems, including organic and inorganic crystals, single molecules, and metal alloys [54, 55, 56]. In
high-throughput applications, often used methods include force-field (FF) and semi-empirical quantum mechanics
(SEQM), with runtimes on the order of fractions of a second, but at the cost of reliability of the predictions [57]. ML
methods can potentially provide accelerated solvers without loss of accuracy, but to be reliable in the chemistry space
the model must capture the underlying physics, and well-curated training data covering the relevant chemical problems
must be available — Butler et al. [51] provide a list of publicly accessible structure and property databases for molecules
and solids. Symmetries in geometries or physics, or equivariance, defined as the property of being independent of the
choice of reference frame, can be exploited to this end. For instance, a message passing neural network [58] called
OrbNet encodes a molecular system in graphs based on features from a quantum calculation that are low cost by
implementing symmetry-adapted atomic orbitals [57, 59]. The authors demonstrate effectiveness of their equivariant



3D/1D Continuum Mechanics
Spectral/hp Element Methods

Dissipative Particle Dynamics (DPD)

Molecular Dynamics (MD) Flow-Structure
. Interactions
£1072
Cell
Interactions
1074
Cell
—6 Biomechanics
10
Protein
Folding
~107°
)
[}
£
=
= -8 —6 ]0—4 10—2
Length (m) L 10 5

Figure 5: A cascade of spatial and temporal scales governing key biophysical mechanisms in brain blood flow
requires effective multi-scale modeling and simulation techniques (inspired by [49]). Listed are the standard modeling
approaches for each spatial and temporal regime, where an increase in computational demands is inevitable as one
pursues an integrated resolution of interactions in finer and finer scales. Modulus [19], JAX MD [50], and related works
with the motifs will help mitigate these computational demands and more seamlessly model dynamics across scales.

approach on several organic and biological chemistry benchmarks, with accuracies on par to that of modern DFT
functionals, providing a far more efficient drop-in replacement for DFT energy predictions. Additional approaches that
constraining NNs to be symmetric under these geometric operations have been successfully applied in molecular design
[60] and quantum chemistry [61].

Future directions

In general, machine learned models are ignorant of fundamental laws of physics, and can result in ill-posed problems
or non-physical solutions. This effect is exacerbated when modeling the interplay of multiple physics or cascades of
scales. Despite recent successes mentioned above, there is much work to be done for multi-scale and multi-physics
problems. For instance, PINNs can struggle with high-frequency domains and frequency bias [62], which is particularly
problematic in multi-scale problems [63]. Improved methods for learning multiple physics simultaneously are also
needed, as the training can be prohibitively expensive — for example, a good approach with current tooling is training a
model for each field separately and subsequently learning the coupled solutions through either a parallel or a serial
architecture using supervised learning based on additional data for a specific multi-physics problem.

In order to approach these challenges in a collective and reproducible way, there is need to create open benchmarks
for physics-informed ML, much like other areas of ML community such as computer vision and natural language
processing. Yet producing quality benchmarks tailored for physics-informed ML can be more challenging:

1. To benchmark physics-informed ML methods, we additionally need the proper parameterized physical models
to be explicitly included in the databases.

2. Many applications in physics and chemistry require full-field data, which cannot be obtained experimentally
and/or call for significant compute.
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3. Often different, problem-specific, physics-based evaluation methods are necessary, for example the metrics
proposed in [64] for scoring physical consistency and [65] for scoring spatiotemporal predictions.

An overarching benchmarking challenge but also advantageous constraint is the multidisciplinary nature of physics-
informed ML: there must be multiple benchmarks in multiple domains, rather than one benchmark to rule them all,
which is a development bias that ImageNet has put on the computer vision field the past decade. And because we
have domain knowledge and numerical methods for the underlying data generating mechanisms and processes in
physical and life sciences, we have an opportunity to quantify robustly the characteristics of datasets to better ground
the performances of various models and algorithms. This is contrast to the common practice of naive data gathering
to compile massive benchmark datasets for deep learning — for example, scraping the internet for videos to compose
a benchmark dataset for human action recognition (deepmind.com/research/open-source/kinetics) — where not only
are the underlying statistics and causal factors a priori unknown, the target variables and class labels are non-trivial to
define and can lead to significant ethical issues such as dataset biases that lead to model biases, which in some cases
can propagate harmful assumptions and stereotypes.

Further we propose to broaden the class of methods beyond physics-informed, to physics-infused machine learning.
The former is unidirectional (physics providing constraints or other information to direct ML methods), whereas the
latter is bidirectional, including approaches that can better synergize the two computational fields. For instance, for
systems with partial information, methods in physics-infused ML can potentially compliment known physical models
to learn missing or misunderstood components of the systems. We specifically highlight one approach named Universal
Differential Equations [66] in the surrogate modeling motif next.

Physics-infused ML can enable many new simulation tools and use-cases because of this ability to integrate physical
models and data within a differentiable software paradigm. JAX and Modulus are nice examples, each enabling
physics-informed ML methods for many science problems and workflows. Consider, for instance, the JAX fluid
dynamics example above: another use-case in the same DP framework is JAX MD [50] for performing differentiable
physics simulations with a focus on molecular dynamics.

Another exciting area of future multi-physics multi-scale development is inverse problem solving. We already mentioned
the immense acceleration in the CFD example above with Fourier Neural Operators [47]. Beyond efficiency gains,
physics-infused ML can take on applications with inverse and ill-posed problems which are either difficult or impossible
to solve with conventional approaches, notably quantum chemistry: A recent approach called FermiNet [67] takes a
dual physics-informed learning approach to solving the many-electron Schrodinger equation, where both inductive
bias and learning bias are employed. The advantage of physics-infused ML here is eliminating extrapolation problems
with the standard numerical approach, which is a common source of error in computational quantum chemistry. In
other domains such as biology, biomedicine, and behavioral sciences, focus is shifting from solving forward problems
based on sparse data towards solving inverse problems to explain large datasets [21]. The aim is to develop multi-scale
simulations to infer the behavior of the system, provided access to massive amounts of observational data, while the
governing equations and their parameters are not precisely known. We further detail the methods and importance of
inverse problem solving with SI later in the Discussion section.

2. SURROGATE MODELING & EMULATION

A surrogate model is an approximation method that mimics the behavior of an expensive computation or process. For
example, the design of an aircraft fuselage includes computationally intensive simulations with numerical optimizations
that may take days to complete, making design space exploration, sensitivity analysis, and inverse modeling infeasible.
In this case a computationally efficient surrogate model can be trained to represent the system, learning a mapping
from simulator inputs to outputs. And Earth systems models (ESMs), for example, are extremely computationally
expensive to run due to the large range of spatial and temporal scales and large number of processes being modeled.
ESM surrogates can be trained on a few selected samples of the full, expensive simulations using supervised machine
learning tools. In this simulation context, the aim of surrogate modeling (or statistical emulation) is to replace simulator
code with a machine learning model (i.e., emulator) such that running the ML model to infer the simulator outputs is
more efficient than running the full simulator itself. An emulator is thus a model of a model: a statistical model of the
simulator, which is itself a mechanistic model of the world.

For surrogate modeling in the sciences, non-linear, nonparametric Gaussian processes (GP) [26] are typically used
because of their flexibility, interpretability, and accurate uncertainty estimates [70]. Although traditionally limited to
smaller datasets because of O(N?3) computational cost of training (where NV is the number of training data points), much
work on reliable GP sparsification and approximation methods make them viable for real-world use [71, 72, 73, 74].
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Figure 6: An example Earth system model (ESM) for the plastic cycle, with two variations of ML surrogates (purple
screens): On the left, an ML surrogate learns the whole model. A variety of physics-infused ML methods can be applied
— training is relatively straightforward because the loss function only has neural networks, and the trained network can
be used towards inverse problem solving. However, we now have a black-box simulator: there is no interpretability of
the trained network, and we cannot utilize the mechanistic components (i.e. differential equations of the simulator)
for scientific analyses. On the right, two unknown portions of the model are learned by NN surrogates, while the
remaining portions are represented by known mechanistic equations — possible with surrogate modeling approaches
like UDE and GINN. This “partial surrogate” case has several advantages: the surrogate’s number of parameters is
reduced and thus the network is more stable (similar logic holds for nonparametric Gaussian process surrogate models),
and the simulator retains all structural knowledge and the ability to run numerical analysis. The main challenge is that
backpropagation of arbitrary scientific simulators is required, which we can address with the engine motif differentiable
programming, producing learning gradients for arbitrary programs. The computational gain associated with the use of a
hybrid surrogate-simulator cascades into a series of additional advantages including the possibility of simulating more
scenarios towards counterfactual reasoning and epistemic uncertainty estimates, decreasing grid sizes, or exploring
finer-scale parameterizations [68, 69].

Neural networks (NNs) can also be well-suited to the surrogate modeling task as function approximation machines:
A feedforward network defines a mapping y = f(xz;0) and learns the value of the parameters 6 that result in the
best function approximation. The Universal Approximation Theorem demonstrates that sufficiently large NNs can
approximate any nonlinear function with a finite set of parameters [75, 76]. Although sufficient to represent any
function, a NN layer may be unfeasibly large such that it may fail to learn and generalize correctly [77]. Recent work
has shown that a NN with an infinitely wide hidden layer converges to a GP, representing the normal distribution over
the space of functions.

In Fig. 6 we show an example of how a NN surrogate can be used as an emulator that encapsulates either the entire
simulator or a specific part of the simulator. In the former, training is relatively straightforward because the loss function
only has neural networks, and the trained network can be used towards inverse problem solving. However, we now
have a black-box simulator: there is no interpretability of the trained network, and we cannot utilize the mechanistic
components (i.e. differential equations of the simulator) for scientific analyses. In the case of the partial surrogate we
have several advantages: the surrogate’s number of parameters is reduced and thus the network is more stable (similar
logic holds for nonparametric GP surrogate models), and the simulator retains all structural knowledge and the ability
to run numerical analysis. Yet the main challenge is that backpropagation of arbitrary scientific simulators is required —
thus the significance of the differentiable programming motif we discussed earlier. The computational gain associated
with the use of a hybrid surrogate-simulator cascades into a series of additional advantages including the possibility of
simulating more scenarios towards counterfactual reasoning and epistemic uncertainty estimates, decreasing grid sizes,
or exploring finer-scale parameterizations [68, 69].

Semi-mechanistic modeling 1t follows from the Universal Approximation Theorem that an NN can learn to approx-
imate any sufficiently regular differential equation. The approach of recent neural-ODE methods [78] is to learn
to approximate differential equations directly from data, but these can perform poorly when required to extrapolate
[79]. More encouraging for emulation and scientific modeling, however, is to directly utilize mechanistic modeling
simultaneously with NNs (or more generally, universal approximator models) in order to allow for arbitrary data-driven
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model extensions. The result is a semi-mechanistic approach, more specifically Universal Differential Equations (UDE)
[66] where part of the differential equation contains a universal approximator model — we’ll generally assume an NN is
used for UDE in this paper, but other options include GP, Chebyshev expansion, or random forest.

UDE augments scientific models with machine-learnable structures for scientifically-based learning. This is very similar
in motivation to the physics-informed neural nets (PINN) we previously discussed, but the implementation in general
has a key distinction: a PINN is a deep learning model that become physics-informed because of some added physics
bias (observational, inductive, or learning), whereas a UDE is a differential equation with one or more mechanistic
components replaced with a data-driven model — this distinction is why we earlier defined physics-infused ML as the
bidirectional influence of physics and ML.

Bayesian optimal experiment design A key aspect that makes emulators useful in scientific endeavors is that they
allow us to reason probabilistically about outer-loop decisions such as optimization [80], data collection [81], and to
use them to explain how uncertainty propagates in a system [82].

Numerous challenges in science and engineering can be framed as optimization tasks, including the maximization of
reaction yields, the optimization of molecular and materials properties, and the fine-tuning of automated hardware
protocols [83]. When we seek to optimize the parameters of a system with an expensive cost function f, we look
to employ Bayesian optimization (BO) [80, 84, 85, 86] to efficiently explore the search space of solutions with a
probabilistic surrogate model f rather than experimenting with the real system. Gaussian process models are the most
common surrogates due to their flexible, nonparametric behavior. Various strategies to explore-exploit the search space
can be implemented with acquisition functions to efficiently guide the BO search by estimating the utility of evaluating
f at a given point (or parameterization). Often in science and engineering settings this provides the domain experts
with a few highly promising candidate solutions to then try on the real system, rather than searching the intractably
large space of possibilities themselves — for example, generating novel molecules with optimized chemical properties
[87, 88], materials design with expensive physics-based simulations [89], and design of aerospace engineering systems
[90].

Similarly, scientists can utilize BO for designing experiments such that the outcomes will be as informative as possible
about the underlying process. Bayesian optimal experiment design (BOED) is a powerful mathematical framework
for tackling this problem [91, 92, 93, 94], and can be implemented across disciplines, from bioinformatics [95] to
pharmacology [96] to physics [97] to psychology [98]. In addition to design, there are also control methods in
experiment optimization, which we detail in the context of a particle physics example below.

Examples

Simulation-based online optimization of physical experiments It is often necessary and challenging to design
experiments such that outcomes will be as informative as possible about the underlying process, typically because
experiments are costly or dangerous. Many applications such as nuclear fusion and particle acceleration call for online
control and tuning of system parameters to deliver optimal performance levels — i.e., the control class of experiment
design we introduced above.

In the case of particle accelerators, although physics models exist, there are often significant differences between the
simulation and the real accelerator, so we must leverage real data for precise tuning. Yet we cannot rely on many runs
with the real accelerator to tune the hundreds of machine parameters, and archived data does not suffice because there
are often new machine configurations to try — a control or tuning algorithm must robustly find the optimum in a complex
parameter space with high efficiency. With physics-infused ML, we can exploit well-verified mathematical models to
learn approximate system dynamics from few data samples and thus optimize systems online and in silico. It follows
that we can additionally look to optimize new systems without prior data.

For the online control of particle accelerators, Hanuka et al. [32] develop the physics-informed basis-function GP. To
clarify what this model encompasses, we need to understand the several ways to build such a GP surrogate for BO of a
physical system:

1. Data-informed GP using real experimental data

2. Physics-informed GP using simulated data

3. Basis-function GP from deriving a GP kernel directly from the physical model
4

. Physics-informed basis-function GP as a combination of the above — methods 2 and 3 were combined in
Hanuka et al.
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The resulting physics-informed GP is more representative of the particle accelerator system, and performs faster
in an online optimization task compared to routinely used optimizers (ML-based and otherwise). Additionally, the
method presents a relatively simple way to construct the GP kernel, including correlations between devices — learning
the kernel from simulated data instead of machine data is a form of kernel transfer learning, which can help with
generalizability. Hanuka et al. interestingly point out that constructing the kernel from basis functions without using the
likelihood function is a form of Gaussian process with likelihood-free inference, which is the regime of problems that
simulation-based inference is designed for (i.e. the motif we discuss next).

This and similar physics-informed methods are emerging as a powerful strategy for in silico optimization of expensive
scientific processes and machines, and further to enable scientific discovery by means of autonomous experimentation.
For instance, the recent Gemini [99] and Golem [83] molecular experiment optimization algorithms, which are purpose-
built for automated science workflows with SI: using surrogate modeling techniques for proxying expensive chemistry
experiments, the BO and uncertainty estimation methods are designed for robustness to common scientific measurement
challenges such as input variability and noise, proxy measurements, and systematic biases. Similarly, Shirobokov et
al. [100] propose a method for gradient-based optimization of black-box simulators using local generative surrogates
that are trained in successive local neighborhoods of the parameter space during optimization, and demonstrate this
technique in the optimization of the experimental design of the SHiP (Search for Hidden Particles) experiment proposed
at CERN. These and other works of Aldn Aspuru-Guzik et al. are good sources to follow in this area of automating
science. There are potentially significant cause-effect implications to consider in these workflows, as we introduce in
the causality motif later.

Multi-physics multi-scale surrogates for Earth systems emulation The climate change situation is worsening in
accelerating fashion: the most recent decade (2010 to 2019) has been the costliest on record with the climate-driven
economic damage reaching $2.98 trillion-US, nearly double the decade 2000-2009 [101]. The urgency for climate
solutions motivates the need for modeling systems that are computationally efficient and reliable, lightweight for
low-resource use-cases, informative towards policy- and decision-making, and cyber-physical with varieties of sensors
and data modalities. Further, models need to be integrated with, and workflows extended to, climate-dependent domains
such as energy generation and distribution, agriculture, water and disaster management, and socioeconomics. To this
end, we and many others have been working broadly on Digital Twin Earth (DTE), a catalogue of ML and simulation
methods, datasets, pipelines, and tools for Earth systems researchers and decision-makers. In general, a digital twin
is a computer representation of a real-world process or system — from large aircraft to individual organs. We define
digital twin in the more precise sense of simulating the real physics and data-generating processes of an environment or
system, with sufficient fidelity such that one can reliably run queries and experiments in silico.

Some of the main ML-related challenges for DTE include integrating simulations of multiple domains, geographies,
and fidelities; not to mention the need to integrate real and synthetic data, as well as data from multiple modalities
(such as fusing Earth observation imagery with on-the-ground sensor streams). SI methods play important roles in the
DTE catalogue, notably the power of machine learned surrogates to accelerate existing climate simulators. Here we
highlight one example for enabling lightweight, real-time simulation of coastal environments: Existing simulators for
coastal storm surge and flooding are physics-based numerical models that can be extremely computationally expensive.
Thus the simulators cannot be used for real-time predictions with high resolution, are unable to quantify uncertainties,
and require significant computational infrastructure overhead only available to top national labs. To this end, Jiang
et al. [102] developed physics-infused ML surrogates to emulate several of the main coastal simulators worldwide,
NEMO [103] and CoSMoS [104]. Variations of the Fourier Neural Operator (FNO) [47] (introduced in the multi-physics
motif) were implemented to produce upwards of 100x computational efficiency on comparable hardware.

This use-case exemplified a particularly thorny data preprocessing challenge that is commonplace working with
spatiotemporal simulators and Digital Twin Earth: One of the coastal simulators to be emulated uses a standard
grid-spaced representation for geospatial topology, which is readily computable with DFT in the FNO model, but
another coastal simulator uses highly irregular grids that differ largely in scale, and further stacks these grids at varying
resolutions. A preprocessing pipeline to regrid and interpolate the data maps was developed, along with substitute
Fourier transform methods. It is our experience that many applications in DTE call for tailored solutions such as this —
as a community we are lacking shared standards and formats for scientific data and code.

Hybrid PGM and NN for efficient domain-aware scientific modeling One can in general characterize probabilistic
graphical models (PGM) [41] as structured models for encoding domain knowledge and constraints, contrasted with
deep neural networks as data-driven function-approximators. The advantages of PGM have been utilized widely in
scientific ML [105, 106, 107, 108], and of course recent NN methods as discussed throughout this paper. Graph-
Informed Neural Networks (GINNs) [42] are a new approach to incorporating the best of both worlds: PGMs incorporate
expert knowledge, available data, constraints, etc. with physics-based models such as systems of ODEs and PDEs,
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Figure 7: Graph-Informed Neural Networks (GINNs) [42] provide a computational advantage while maintaining the
advantages of structured modeling with PGMs, by replacing computational bottlenecks with NN surrogates. Here a
PGM encoding structured priors serves as input to both a Bayesian Network PDE (lower route) and a GINN (upper) for
a homogenized model of ion diffusion in supercapacitors. A simple fully-connected NN is pictured, but in principle any
architecture can work, for instance physics-informed methods that further enforce physical constraints.

while computationally intensive nodes in this hybrid model are replaced by learned features as NN surrogates. GINNs
are particularly suited to enhance the computational workflow for complex systems featuring intrinsic computational
bottlenecks and intricate physical relations variables. Hall et al. demonstrate GINN towards simulation-based decision-
making in a multiscale model of electrical double-layer (EDL) supercapacitor dynamics. The ability for downstream
decision-making is afforded by robust and reliable sensitivity analysis (due to the probabilistic ML approach), and
orders of magnitude more computational efficiency means many hypotheses can be simulated and predicted posteriors
quantified.

Auto-emulator design with neural architecture search Kasim et al. [109] look to recent advances in neural
architecture search (NAS) to automatically design and train a NN as an efficient, high-fidelity emulator, as doing this
manually can be time-consuming and require significant ML expertise. NAS methods aim to learn a network topology
that can achieve the best performance on a certain task by searching over the space of possible NN architectures given a
set of NN primitives — see Elsken et al. [110] for a thorough overview.

The NAS results are promising for automated emulator construction: running on ten distinct scientific simulation cases,
from fusion energy science [111, 112] to aerosol-climate [113] and oceanic [114] modeling, the results are reliably
accurate output simulations with NN-based emulators that run thousands to billions times faster than the originals, while
also outperforming other NAS based emulation approaches as well as manual emulator design. For example, a global
climate model (GCM) simulation tested normally takes about 1150 CPU-hours to run [113], yet the emulator speedup
is a factor of 110 million in direct comparison, and over 2 billion with a GPU — providing scientists with simulations
on the order of seconds rather than days enables faster iteration of hypotheses and experiments, and potentially new
experiments never before thought possible.

Also in this approach is a modified MC dropout method for estimating the predictive uncertainty of emulator outputs.
Alternatively, we suggest pursuing Bayesian optimization-based NAS methods [115] for more principled uncertainty
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reasoning. For example, the former can flag when an emulator architecture is overconfident in its predictions, while the
latter can do that and use the uncertainty values to dynamically adjust training parameters and search strategies.

The motivations of Kasim et al. for emulator-based accelerated simulation are same as we’ve declared above: enable
rapid screening and ideas testing, and real-time prediction-based experimental control and optimization. The more we
can optimize and automate the development and verification of emulators, the more efficiently scientists without ML
expertise can iterate over simulation experiments, leading to more robust conclusions and more hypotheses to explore.

Deriving physical laws from data-driven surrogates Simulating complex dynamical systems often relies on gov-
erning equations conventionally obtained from rigorous first principles such as conservation laws or knowledge-based
phenomenological derivations. Although non-trivial to derive, these symbolic or mechanistic equations are interpretable
and understandable for scientists and engineers. NN-based simulations, including surrogates, are not interpretable in
this way and can thus be challenging to use, especially in many cases where it is important the scientist or engineer
understand the causal, data-generating mechanisms.
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Figure 8: Illustrating the UDE forward process (top), where mechanistic equations are used with real data to produce a
trained neural network (NN) model, followed by the inverse problem of recovering the governing equations in symbolic
form (bottom).

Recent ML-driven advances have led approaches for sparse identification of nonlinear dynamics (SINDy) [116] to
learn ODEs or PDEs from observational data. SINDy essentially selects dominant candidate functions from a high-
dimensional nonlinear function space based on sparse regression to uncover ODEs that match the given data; one can
think of SINDy as providing an ODE surrogate model. This exciting development has led to scientific applications
from biological systems [117] to chemical processes [118] to active matter [119], as well as data-driven discovery of
spatiotemporal systems governed by PDEs [120, 121]. Here we showcase two significant advances on SINDy utilizing
methods described in the surrogate modeling motif and others:

1. Synergistic learning deep NN surrogate and governing PDEs from sparse and independent data — Chen
et al. [122] present a novel physics-informed deep learning framework to discover governing PDEs of nonlinear
spatiotemporal systems from scarce and noisy data accounting for different initial/boundary conditions (IBCs).
Their approach integrates the strengths of deep NNs for learning rich features, automatic differentiation for
accurate and efficient derivative calculation, and [y sparse regression to tackle the fundamental limitation of
existing methods that scale poorly with data noise and scarcity. The special network architecture design is able
to account for multiple independent datasets sampled under different IBCs, shown with simple experiments
that should still be validated on more complex datasets. An alternating direction optimization strategy
simultaneously trains the NN on the spatiotemporal data and determine the optimal sparse coefficients of
selected candidate terms for reconstructing the PDE(s) — the NN provides accurate modeling of the solution
and its derivatives as a basis for constructing the governing equation(s), while the sparsely represented PDE(s)
in turn informs and constraints the DNN which makes it generalizable and further enhances the discovery. The
overall semi-mechanistic approach — bottom-up (data-driven) and top-down (physics-informed) processes — is
promising for ML-driven for scientific discovery.

2. Sparse identification of missing model terms via Universal Differential Equations — We earlier described
several scenarios where an ML surrogate is trained for only part of the full simulator system, perhaps for the
computationally inefficient or the unknown parts. This is also a use-case of the UDE, replacing parts of a
simulator described by mechanistic equations with a data-driven NN surrogate model. Now consider we’re
at the end of the process of building a UDE (we have learned and verified an approximation for part of the
causal generative model (i.e. a simulator)). Do we lose interpretability and analysis capabilities? With a
knowledge-enhanced approach of the SINDy method we can sparse-identify the learned semi-mechanistic
UDE back to mechanistic terms that are understandable and usable by domain scientists. Rackauckas et al.
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[66] modify the SINDy algorithm to apply to only subsets of the UDE equation in order to perform equation
discovery specifically on the trained neural network components. In a sense this narrows the search space of
potential governing equations by utilizing the prior mechanistic knowledge that wasn’t replaced in training the
UDE. Along with the UDE approach in general, this sparse identification method needs further development
and validation with more complex datasets.

Future directions

The UDE approach has significant implications for use with simulators and physical modeling, where the underlying
mechanistic models are commonly differential equations. By directly utilizing mechanistic modeling simultaneously
with universal approximator models, UDE is a powerful semi-mechanistic approach allowing for arbitrary data-driven
model extensions. In the context of simulators, this means a synergistic model of domain expertise and real-world data
that more faithfully represents the true data-generating process of the system.

What we’ve described is a transformative approach for ML-augmented scientific modeling. That is,

1. Practitioner identifies known parts of a model and builds a UDE — when using probabilistic programming (an
SI engine motif), this step can be done in a high-level abstraction where the user does not need to write custom
inference algorithms.

2. Train an NN (or other surrogate model such as Gaussian process) to capture the missing mechanisms — one
may look to NAS and Bayesian optimization approaches to do this in an automated, uncertainty-aware way.

3. The missing terms can be sparse-identified into mechanistic terms — this is an active area of research and much
verification of this concept is needed, as mentioned in the example above.

4. Verify the recovered mechanisms are scientifically sane — for future work, how can we better enable this with
human-machine teaming?

5. Verify quantitatively: extrapolate, do asymptotic analysis, run posterior predictive checks, predict bifurcations.

6. Gather additional data to validate¥ the new terms.

Providing the tools for this semi-mechanistic modeling workflow can be immense for enabling scientists to make the
best use of domain knowledge and data, and is precisely what the SI stack can deliver — notably with the differentiable
programming and probabilistic programming “engine” motifs. Even more, building in a unified framework that’s
purpose-built for SI provides extensibility, for instance to integrate recent graph neural network approaches from
Cranmer et al. [124] that can recover the governing equations in symbolic forms from learned physics-informed models,
or the “Al Feynmann” [125, 126] approaches based on traditional fitting techniques in coordinate with neural networks
that leverage physics properties such as symmetries and separability in the unknown dynamics function(s) — key features
such as NN-equivariance and normalizing flows (and how they may fit into the stack) are discussed later.

3. SIMULATION-BASED INFERENCE

Numerical simulators are used across many fields of science and engineering to build computational models of complex
phenomena. These simulators are typically built by incorporating scientific knowledge about the mechanisms which are
known (or assumed) to underlie the process under study. Such mechanistic models have often been extensively studied
and validated in the respective scientific domains. In complexity, they can range from extremely simple models that
have a conceptual or even pedagogical flavor (e.g. the Lotka-Volterra equations describing predator-prey interactions
in ecological systems and also economic theories [127] (expressed in Fig. 21)) to extremely detailed and expensive
simulations implemented in supercomputers, e.g. whole-brain simulations [128].

A common challenge — across scientific disciplines and complexity of models — is the question of how to link such
simulation-based models with empirical data. Numerical simulators typically have some parameters whose exact values
are non a priori, and have to be inferred from data. For reasons detailed below, classical statistical approaches can not
readily be applied to models defined by numerical simulators. The field of simulation-based inference (SBI) [1] aims to
address this challenge, by designing statistical inference procedures that can be applied to complex simulators. Building
on foundational work from the statistics community (see [129] for an overview), SBI is starting to bring together work

¥Note we use “verify” and “validate” specifically, as there’s important difference between verification and validation (V&V):
verification asks “are we building the solution right?”” whereas validation asks “are we building the right solution?” [123].
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Figure 9: The goal of simulation-based inference (SBI) is to algorithmically identify parameters of simulation-based
models which are compatible with observed data and prior assumptions. SBI algorithms generally take three inputs (left):
A candidate mechanistic model (e.g. a biophysical neuron model), prior knowledge or constraints on model parameters,
and observational data (or summary statistics thereof). The general process shown is to (1) sample parameters from the
prior followed by simulating synthetic data from these parameters; (2) learn the (probabilistic) association between data
(or data features) and underlying parameters (i.e., to learn statistical inference from simulated data) for which different
SBI methods (discussed in the text) such as neural density estimation [134] can be used; (3) apply the learned model to
empirical data to derive the full space of parameters consistent with the data and the prior, i.e. the posterior distribution.
Posterior distributions may have complex shapes (such as multiple modes), and different parameter configurations may
lead to data-consistent simulations. If needed, (4) an initial estimate of the posterior can be used to adaptively generate
additional informative simulations. (Illustration from [134])

from multiple fields — including, e.g., population genetics, neuroscience, particle physics, cosmology, and astrophysics —
that are facing the same challenges and using tools from machine learning to address them. SBI can provide a unifying
language, with common tools [130, 131, 132] and benchmarks [133] being developed and generalized across different
fields and applications.

Why is it so challenging to constrain numerical simulations by data? Many numerical simulators have stochastic
components, which are included either to provide a verisimilar model of the system under study if it is believed to be
stochastic itself, or often also pragmatically to reflect incomplete knowledge about some components of the system.
Linking such stochastic models with data falls within the domain of statistics, which aims to provide methods for
constraining the parameters of a model by data, approaches for selecting between different model-candidates, and
criteria for determining whether a hypothesis can be rejected on grounds of empirical evidence. In particular, statistical
inference aims to determine which parameters — and combinations of parameters — are compatible with empirical
data and (possibly) a priori assumptions. A key ingredient of most statistical procedures is the likelihood p(z|0) of
data = given parameters §. For example, Bayesian inference characterizes parameters which are compatible both
with data and prior by the posterior distribution p(@|z), which is proportional to the product of likelihood and prior,
p(flx) x p(x|0)p(0). Frequentist inference procedures typically construct confidence regions based on hypothesis
tests, often using the likelihood ratio as test statistic.

However, for many simulation-based models, one can easily sample from the model (i.e., generate synthetic data
x ~ p(x|f)) but evaluating the associated likelihoods can be computationally prohibitive — because, for instance,
the same output = could result from a very large number of internal paths through the simulator, and integrating
over all of them is prohibitive. More pragmatically, it might also be the case that the simulator is implemented in a
“black-box” manner which does not provide access to its internal workings or states. If likelihoods can not be evaluated,
most conventional inference approaches can not be used. The goal of simulation-based inference is to make statistical
inference possible for so-called implicit models which allow generating simulated data, but not evaluation of likelihoods.
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SBI is not a new idea. Simulation-based inference approaches have been studied extensively in statistics, typically
under the heading of likelihood-free inference. An influential approach has been that of Approximate Bayesian
Computation [129, 135, 136]. In its simplest form it consists of drawing parameter values from a proposal distribution,
running the simulator for these parameters to generate synthetic outputs  p(x|6), comparing these outputs against
the observed data, and accepting the parameter values only if they are close to the observed data under some distance
metric, ||z — Zobserved || < €. After following this procedure repeatedly, the accepted samples approximately follow the
posterior. A second class of methods approximates the likelihood by sampling from the simulator and estimating the
density in the sample space with kernel density estimation or histograms. This approximate density can then be used in
lieu of the exact likelihood in frequentist or Bayesian inference techniques [137].

Both of these methods enable approximate inference in the likelihood-free setting, but they suffer from certain
shortcomings: In the limit of a strict ABC acceptance criterion (¢ — 0) or small kernel size, the inference results
become exact, but the sample efficiency is reduced (the simulation has to be run many times). Relaxing the acceptance
criterion or increasing the kernel size improves the sample efficiency, but reduces the quality of the inference results.
The main challenge, however, is that these methods do not scale well to high-dimensional data, as the number of
required simulations grows approximately exponentially with the dimension of the data z. In both approaches, the
raw data is therefore usually first reduced to low-dimensional summary statistics. These are typically designed by
domain experts with the goal of retaining as much information on the parameters ¢ as possible. In many cases, the
summary statistics are not sufficient and this dimensionality reduction limits the quality of inference or model selection
[138]. Recently, new methods for learning summary statistics in a fully [139, 140] or semi-automatic manner [141] are
emerging, which might alleviate some of these limitations.

The advent of deep learning has powered a number of new simulation-based inference techniques. Many of these
methods rely on the key principle of training a neural surrogate for the simulation. Such models are closely related
to the emulator models discussed in the previous section, but not geared towards efficient sampling. Instead, we
need to be able to access its likelihood [142, 143] (or the related likelihood ratio [144, 145, 146, 147, 148, 149])
or the posterior [150, 151, 152, 153]. After the surrogate has been trained, it can be used during frequentist or
Bayesian inference instead of the simulation. On a high level, this approach is similar to the traditional method
based on histograms or kernel density estimators [137], but modern ML models and algorithms allow it to scale to
higher-dimensional and potentially structured data.

The impressive recent progress in SBI methods does not stem from deep learning alone. Another important theme
is active learning: running the simulator and inference procedure iteratively and using past results to improve the
proposal distribution of parameter values for the next runs [142, 143, 151, 152, 154, 155, 156, 157, 158, 159]. This can
substantially improve the sample efficiency. Finally, in some cases simulators are not just black boxes, but we have
access to (part of) their latent variables and mechanisms or probabilistic characteristics of their stack trace. In practice,
such information can be made available through domain-specific knowledge or by implementing the simulation in a
framework that supports differential or probabilistic programming— i.e., the SI engine. If it is accessible, such data can
substantially improve the sample efficiency with which neural surrogate models can be trained, reducing the required
compute [160, 161, 162, 163, 164]. On a high level, this represents a tighter integration of the inference engine with the
simulation [165].

These components — neural surrogates for the simulator, active learning, the integration of simulation and inference
— can be combined in different ways to define workflows for simulation-based inference, both in the Bayesian and
frequentist setting. We show some example inference workflows in Fig. 10. The optimal choice of the workflow
depends on the characteristics of the problem, in particular on the dimensionality and structure of the observed data and
the parameters, whether a single data point or multiple i.i.d. draws are observed, the computational complexity of the
simulator, and whether the simulator admits accessing its latent process.

Examples

Simulation-based inference techniques have been used to link models to data in a wide range of problems, reflecting the
ubiquity of simulators across the sciences. In physics, SBI is useful from the smallest scales in particle colliders [166,
167, 168], where it allows us to measure the properties of the Higgs boson with a higher precision and less data, to the
largest scales in the modeling of gravitational waves [169, 170], stellar streams [171], gravitational lensing [172], and
the evolution of the universe [173]. These methods have also been applied to study the evolutionary dynamics of protein
networks [174] and in yeast strains [175]. In neuroscience, they have, e.g., been used to estimate the properties of ion
channels from high-throughput voltage-clamp, and properties of neural circuits from observed rhythmic behaviour in
the stomatogastric ganglion [134], to identify network models which can capture the dynamics of neuronal cultures
[176], to study how the connectivity between different cell-types shapes dynamics in cortical circuits [177], and to
identify biophysically realistic models of neurons in the retina [178, 179].
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Figure 10: Various simulation-based inference workflows (or prototypes) are presented in Cranmer et al. [1]. Here we
show four main workflows (or templates) of simulation-based inference: the left represents Approximate Bayesian
Computation (ABC) approaches, and then to the right are three model-based approaches for approximating likelihoods,
posteriors, and density ratios, respectively. Notice that all include algorithms that use the prior distribution to propose
parameters (green), as well as algorithms for sequentially adapting the proposal (purple)—i.e., steps (1) and (4) shown
in Fig. 9. (Figure reproduced from Ref. [133])

SBI is not restricted to the natural sciences. In robotics, for example, simulators are commonly used to generate training
data on which the parameters of control- and policy-search algorithms are subsequently trained. A common challenge
is the question of how policies trained on simulated data can subsequently be transferred to the real world, called
“sim-to-real” transfer. SBI has been used to infer posterior-distributions over the parameters of simulators [180, 181] —
the idea is that simulations from the posterior would yield more realistic data than ‘hand-tuned’ simulators, and that
by simulating from the posterior, one would also cover a range of different domains (or distributions, environment
variations, etc.) rather than just over-fit on a single parameter regime. For example, [182] used this approach to identify
posteriors over hand-configuration, on which a multi-fingered robotic grasping algorithm was trained.

Here we will not be able to do the wide variety of example applications of SBI justice, and instead briefly zoom in on
two particular use cases from particle physics and neuroscience.

Measuring the properties of the Higgs boson The experiments at the Large Hadron Collider probe the laws of
physics at the smallest length scales accessible to humans. A key goal is to precisely measure how the Higgs boson
interacts with other elementary particles: patterns in these interactions may provide evidence for physics beyond the
“Standard Model”, the established set of elementary particles and laws that govern them, and ultimately help us answer
some of the open fundamental questions of elementary physics.
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Figure 11: Schematic of our simulation-based inference workflow used in particle physics. (Reproduced from Ref. [166])

In this endeavour physicists rely on a chain of high-fidelity simulators for the interactions between elementary particles,
their radiation and decay patterns, and the interactions with the detector. Owing to the large number of stochastic
latent variables (state-of-the-art simulations involve multiple millions of random variables), the likelihood function of
these simulators is intractable. Inference is traditionally made possible by first reducing the high-dimensional data to
handcrafted summary statistics and estimating the likelihood with histograms, as discussed above, but popular summary
statistics are often lossy, leading to less precise measurements.
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Recently, particle physicists have begun developing and applying simulation-based inference methods driven by machine
learning to this problem [166, 168, 183]. These methods on the one hand draw from the growing interdisciplinary
toolbox of simulation-based inference and on the rapid progress in deep learning. On the other hand, they are tailored
to the characteristics of this scientific measurement problem: they make use of the latent structure in particle physics
simulators, are geared towards a large number of i.1i. d. samples, and support inference in a frequentist framework,
the established paradigm in particle physics. Multiple different algorithms have been proposed, but the basic strategy
commonly consists of three steps (as we sketch in Fig. 11):

1. The chain of simulators is run for various values of the input parameters 6, for instance characterizing the
interaction patterns between the Higgs boson and other elementary particles. These parameters are sampled
from a proposal distribution, which needs to cover the region of interest in the parameter space (but does
not have to be related to a Bayesian prior). For each simulated sample, the simulator inputs 6 and outputs
x ~ p(z|0) are stored. The outputs x can consist of low-level data like energy deposits in the various detector
components, but often it is more practical to parameterize them in form of preprocessed high-level variables
like the kinematic properties of reconstructed particles. In addition, certain additional latent variables can be
stored that characterize the simulated process.

2. A machine learning model, often a multilayer perceptron [184], is trained on the simulated dataset, minimizing
one of several proposed loss functions. They all have in common that (assuming sufficient capacity, infinite data,
and perfect optimization) the network will converge to the likelihood ratio function r(z|0) = p(x|6)/pret(x),
where p,ef(z) is a reference distribution (for instance the marginal likelihood or the likelihood for some value
of the parameters). Some loss functions leverage the latent variables from the simulator process to improve the
sample efficiency of the training.

3. The observed dataset consists of multiple i. 1. d. events zs. The trained network is evaluated for each of these
events. This provides a tractable and differentiable approximate likelihood function (up to an irrelevant overall

constant), which is then used to define the maximum likelihood estimator 6 as well as confidence regions
based on likelihood ratio tests, often relying on convenient asymptotic properties—in this frequentist approach,
nuisance parameters through profiling [185].

First phenomenological studies on synthetic data have shown that these methods have the potential to substantially
improve the precision of Higgs measurements at the LHC [166, 167, 168, 186, 187, 188, 189]. It remains a challenge to
scale these analyses to real data and in particular to a realistic modeling of systematic uncertainties, which are usually
modeled with thousands of nuisance parameters.

Future directions

An intriguing direction to further develop SBI methods is towards human-machine inference: an efficient and automated
loop of the scientific method (at least, for sufficiently well posed problems). Described in Fig. 12, the overall process is
(1) perform experiment, (2) perform inference, (3) optimize experiment, and (4) repeat from (1). This approach provides
an efficient means of physical experiments, particularly for expensive experiments in large search and hypothesis spaces,
for instance the Large Hadron Collider at CERN [191]. This is one means by which simulation intelligence can broaden
the scientific method. It will be fascinating to advance this SI-based science workflow by replacing the information gain
objectives with open-ended optimization (discussed later in the SI engine motifs).

Simulation-based inference is a rapidly advancing class of methods, with progress fueled by newer programming
paradigms such as probabilistic programming and differentiable programming. Cranmmer et al. [1] predict that “several
domains of science should expect either a significant improvement in inference quality or the transition from heuristic
approaches to those grounded in statistical terms tied to the underlying mechanistic model. It is not unreasonable to
expect that this transition may have a profound impact on science.”

4. CAUSAL REASONING

Standard approaches in statistical analysis and pattern recognition draw conclusions based on associations among
variables and learned correlations in the data. Yet these approaches do not suffice when scientific queries are of causal
nature rather than associative — there is marked distinction between correlations and cause-effect relationships. Such
causal questions require some knowledge of the underlying data-generating process, and cannot be computed from the
data alone, nor from the distributions that govern the data [192, 193]. Understanding causality is both the basis and the
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Figure 12: Workflows for “active science” with simulation-based inference methods [190], which we call human-
machine inference. The scientist’s inputs to the system are an external workflow that implements some experimental
protocol (green Expt), and an external workflow that implements a simulator for those experiments, which depends on
some theoretical parameters that we would like to infer (red Sim component). The center diagram double-clicks on
the simulation-based inference (SBI) part, representing generic likelihood-free inference engines that enable statistical
inference on the parameters of a theory that are implicitly defined by a simulator. The right diagram shows how
the experiment is optimized with active learning and sequential design algorithms (namely Bayesian optimization,
to balance exploration and exploitation to efficiently optimize an expensive black box objective function). Here the
objective to optimize is expected information gain (EIG) over the hypothesis parameters.

ultimate goal of scientific research in many domains — from genomics [194] and healthcare [195], to economics [196]
and game theory [197], to Earth systems sciences [198] and more.

Abstractly we can consider a causal model to be qualitatively between a mechanistic model (described by differential
equations, for example) and a statistical model (learned from data). That is, a mechanistic model is a description of the
dynamics governing a system but is manually encoded by human experts, while a statistical model such as a neural
network learns a mapping of variables from observational data but that only holds when the experimental conditions
are fixed. Neither allows for causal queries. Causal learning lies between these two extremes, seeking to model the
effects of interventions and distribution changes with a combination of data-driven learning and assumptions not already
included in the statistical description of a system [199].

Reasoning about cause and effect with a causal model corresponds to formulating causal queries, which have been,
organized by Pearl & Mackenzie [200] in a three-level hierarchy termed the ladder of causation [201] (Fig. 13):

1. Observational queries: seeing and observing. What can we tell about Y if we observe X = x?

2. Interventional queries: acting and intervening. What can we tell about Y if we do X := z?

3. Counterfactual queries: imagining, reasoning, and understanding. Given that E = e actually happened, what

would have happened to Y had we done X := x?

where X and Y are variables in the system of interest with events E. The difference between observation (conditional
probability) and action (interventional calculus) is what motivated the development of causality [202]. More precisely
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the disagreement between interventional statements and conditional statements is defined as confounding: X and Y
are confounded when the causal effect of action X := x on Y does not coincide with the corresponding conditional
probability.

Observational Interventional Counterfactual

L, Counterfactual

L, Interventional
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Figure 13: The three levels of the causal hierarchy: (1) associational, (2) interventional, and (3) counterfactual. Left:
P(U) describes the natural state of a system in domain U, and F represents the transformation to an observational
world (green), an interventional world with modifying mechanism F'x (purple), and multiple counterfactual worlds
with multiple modifying mechanisms {X, ..., W} (red). Right: The three levels of the causal hierarchy separate in a
measure-theoretic sense: data at one level almost always underdetermines data at higher levels. (Figure reproduced
from Ref. [203])

It is common to approach the analysis of causal relationships with counterfactual reasoning: the difference between the
outcomes if an action had been taken and if it had not been taken is defined as the causal effect of the action [193, 204].
Counterfactual problems involve reasoning about why things happened, imagining the consequences of different actions
for which you never observe, and determining which actions would have achieved a desired outcome. A counterfactual
question may be “would the virus have spread outside the city if the majority of adults were vaccinated one week
sooner?” In practice this can be done with structural causal models (SCMs), which give us a way to formalize the effect
of hypothetical actions or interventions on the population within the assumptions of our model. An SCM, represented as
a directed acyclic graph (DAG), is a collection of formal assumptions about how certain variables interact and compose
the data generating process.

Answers to counterfactual questions strongly depend on the specifics of the SCM; it is possible to construct two models
that have identical graph structures, and behave identically under interventions, yet give different answers or potential
outcomes [205]. Without an SCM, we can still obtain causal estimates based on counterfactuals by using the potential
outcomes framework, or the Rubin-Neymann causal model [206, 207], which computes cause-effect estimates by
considering the set of potential events or actions leading to an outcome Y.

A step below on the causal ladder are interventional questions, for instance “how does the probability of herd immunity
change if the majority of adults are vaccinated?” Interventions in an SCM are made by modifying a subset of variable
assignments in the model. Several types of interventions exist [208]: hard/perfect involves directly fixing a variables
value, soft/imperfect corresponds to changing the conditional distribution, uncertain intervention implies the learner is
unsure which mechanism/variable is affected by the intervention, and of course the no intervention base case, where
only observational data is obtained from the SCM.

From the machine learning perspective, counterfactual reasoning is strictly harder than interventional as it requires
imagining action rather than doing the action. And associative reasoning — that is, with a statistical model such as
a neural network — is the simplest of all as it purely observes data (i.e., level 1 of the causal ladder). We illustrate
these three levels of causality in Fig. 13. For full treatment please refer to Pearl’s many works [192, 193], the causal
inference survey by Yao et al. [209], Scholkopf et al. [199, 210] and the references therein for more details on causality
in machine learning, and Guo et al. [211] for an overview of causal data science broadly. Here we focus on causality in
scientific simulators.

Simulators provide virtual testbeds for the exploration of complex real-world scenarios, and, if built with the tooling
for causal machine learning (specifically counterfactual reasoning), can provide “what-if” analyses in an efficient and
cost-effective way. That is, each run of a simulator is a realization of a particular possible world, and counterfactual
what-if claims can be studied by varying independent parameters of the model and re-running the simulation.

Simulation trace-based causality Given simulator execution traces in general consist of states, events, and actions,
we can define causal relationships based on these entities — without this grounding, one cannot make reliable causal
claims, which we discuss in the final example of this section. Herd & Miles [212] provide a practical formulation: event
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C causes event E in an actual trace 7 if and only if there exists a counterfactual trace 7’ that is similar enough to 7
which requires that neither C nor E happens in the same state in which they happened in 7. This suggests counterfactual
analysis can be performed by searching all traces produced by the simulator for counterfactual 7/, but this is clearly
intractable for any non-trivial simulator. However, if we intervene on the trace during the simulation process, a variety
of counterfactual traces can be generated with slight differences in events such that we may reason about the causal
relationships between events. It follows that this approach is called intervention-based counterfactual analysis.

Simulation traces can be complex, amounting to several forms of causation based on the occurrence and omission of
events in trace 7 [212]:

1. Basic causation — In order for event A to cause event B (A — B), A’s occurrence has to be both sufficient
and necessary for B in 7. That is, for the mathematically inclined reader, A -+ B= (A= B)A(B= A) =
A< B.

2. Prevention — In order for event A to prevent event B, A’s occurrence has to be both necessary and sufficient
for B’s omission. Thatis, A+ B= (A= -B)A(-B= A)= A< —B.

3. Transitivity — If A causes B and B causes C' then A causes C.

4. Causation by omission—If A’s omission is both necessary and sufficient for B’s occurrence and we accept that
omissions are allowed to be causes, then A’s omission can be considered to cause B’s occurrence.

5. Prevention by caused prevention— It follows from the prior causal claims that if A causes B and B prevents C,
then A prevents C.

The execution of a simulator results in one or more simulation traces, which represent various paths of traversing
the state space given the underlying data-generating model, which is not unlike the execution traces resulting from
probabilistic programming inference. By formalizing the sequence of simulator states as trace-based definition of causal
dependencies, we have the computational and mathematical tooling to make causal inquiries, which we introduce in
examples below. Further, with a simulator that produces a full posterior over the space of traces, as in probabilistic
programming, we can attempt to draw causal conclusions with causal inference and discovery algorithms. This we
introduce later in the motifs integrations section.

Parameters % Output
(PPL execution
traces)
Experiment ¢ Traces

Campaigns 0 e

Inverted:
Derive casual chains

Figure 14: Inverting traditional forward data generation models — recall that a simulator aims to encode the cause-to-
effect data generation process — to learn what causes could have produced the observed effects, and then to efficiently
generate experimental campaigns to test these hypotheses. In practice, simulators that enable this cause-effect inversion
learning can represent a new workflow that would broaden the scientific method [213].

Examples

Tracing causal epidemiology chains with in silico interventions Systems of networked entities or agents that evolve
over time can be difficult to understand in a practical way towards decision-making. For instance, the propagation of a
virus in an environment, where it can be useful to identify “patient zero” or the agent that initiated the chain of infection.
Methods for intervention-based counterfactual analysis can be used in agent-based modeling simulation to determine
the root cause for each eventually infected agent.

First the researchers [212] begin with a simple counterfactual simulation experiment without intervention — that is,
only manipulating the initial infection states before starting the simulation, not actively intervening in the simulation
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Figure 15: Simulation runs from a virus-propagation agent-based model (ABM), where red nodes are infected agents.
With root-cause analysis based on the defined simulation-based claims of causality, the agents were partitioned into two
distinct groups of independent causal chains (of infection). (Original figure from Ref. [212])

execution. This exemplifies the standard use of simulators for counterfactual reasoning: modify the input variables and
environment parameters, observe the change in outputs per run, and assume cause-effect relationships. This inactive
approach is susceptible to preemption confounding, where only manipulating the initial state of the disease transmission
model may open the door for spurious background effects to creep in, and, from an observer’s perspective, mask the
original causal relationship. Thus, except for very simplistic simulations, inactive counterfactual reasoning is not
necessarily reliable for determining root causes. To actively intervene in the simulation, one needs to implement a series
of experiments with both negated infections and altered times of infection. In a small testbed of 10 agents, the root
cause analysis produces a correct partitioning of the agents into two groups, where each group shared a common root
cause infection, shown in Fig. 15. This demonstration is simplistic in the representation and dynamics of agent states.
A more interesting use-case for future work would be simulations with multi-agent policies, such as the economic
simulations we discuss next in the agent-based modeling motif, where one could actively intervene to discover why
agents make certain decisions. Additional challenges to this approach can arise when considering multiple competing
and interacting causal chains, which is to be expected in simulations of complex scenarios.

Active causal discovery and optimizing experiment design Asking the causal questions discussed above requires
a causal model to begin with. The problem of inferring such a model from observational, interventional, or mixed
data is called causal discovery. Dedicated causal discovery algorithms exist and can be separated into two subtypes:
constraint-based and score-based. The constraint-based algorithms construct the causal structure based on conditional
independence constraints, while the score-based algorithms generate a number of candidate causal graphs, assign a
score to each, and select a final graph based on the scores [214]. For an overview of the causal discovery subfield
see Glymour et al. [215]. Here we’re interested in active causal discovery, illustrating a method that can be a novel
“human-machine teaming” workflow.

The setting for active causal discovery involves an agent iteratively selecting experiments (or targeted interventions)
that are maximally informative about the underlying causal structure of the system under study. The experiment process
is shown in Fig. 16. At each iteration the agent,

1. Performs an experiment in the form of intervening on one of the variables and fixing its value, do(X; = x);
2. Observes the outcome by sampling from the interventional distribution P(X_|do(X; = x));
3. Updates its beliefs with the observed outcome;

4. Plans the next experiment to maximize information gain (or similar criteria).

The process repeats until the agent converges on a causal world model (with sufficient confidence) or an experiment
threshold is reached. We use the syntax do(), which refers to Pearl’s “do-calculus” [216, 217]. In short, the do-operator
forces a variable to take a certain value or distribution, which is distinct from conditioning that variable on a value
or distribution. This distinct operation allows us to estimate interventional distributions and causal effects from
observational distributions (under certain conditions). Notice in the SI-stack Fig. 1 that do-calculus is stated explicitly
with the causality module.

The active learning approach with targeted experiments allows us to uniquely recover the causal graph, whereas score-
or constraint-based causal discovery from observational data can struggle going beyond the Markov equivalence class
[218]. In the simulation setting we have virtual agents, while real scientists can follow the same procedures in the
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Choosing an experiement:
a := do(X;=x)

Providing a sample:
D¢~ P(X_j |do(X =x))

Figure 16: “Active” Bayesian causal discovery, where an in silico agent iteratively experiments with its simulation
environment in order to learn a structured causal model. This simplified diagram shows a causal model learned over
observed variables, where the agent actively intervenes on some of the variables to derive cause-effect relationships.

lab, potentially to minimize the experiments needed on costly equipment — notice the relationship to the sequential
design-of-experiment methods we previously discussed, but now with the mathematics of causality. One can also
imagine several variations involving human-machine teams to iterate over causal models and interventions (both in
silico and in situ).

Von Kiigelgen et al. [218] introduce a probabilistic approach with Bayesian nonparametrics, and there’s been one
application we know of, in the domain of neurodgenerative diseases [219]. The main developments are twofold:

1. The causal models contain continuous random variables with non-linear functional relationships, which are
modeled with Gaussian process (GP) priors. A GP is a stochastic process which is fully specified by its mean
function and covariance function such that any finite set of random variables have a joint Gaussian distribution
[220]. GPs provide a robust method for modeling non-linear functions in a Bayesian nonparametric framework;
ordinarily one considers a GP prior over the function and combines it with a suitable likelihood to derive a
posterior estimate for the function given data. GPs are flexible in that, unlike parametric counterparts, they adapt
to the complexity of the data. GPs are largely advantageous in practice because they provide a principled way to
reason about uncertainties [27].

2. The space of possible interventions is intractable, so Bayesian optimization (BO) is used to efficiently select
the sequence of experiments that balances exploration and exploitation relative to gained information and
optimizing the objective. BO is a probabilistic ML approach for derivative-free global optimization of a function
f, where f is typically costly to evaluate (in compute, time, or interactions with people and environment). BO
consists of two main components: a Bayesian statistical model for modeling the objective function (typically a
GP, thus with uncertainty quantification), and an acquisition function for deciding where to sample next [80, 85].
The general idea is to trade off computation due to evaluating f many times with computation invested in
selecting more promising candidate solutions x, where the space X can represent parameters of a real-world
system, a machine learning model, an in situ experiment setup, and so on.

The use of probabilistic ML methods here enables us to maintain uncertainty estimates over both graph structures
and their associated parameters during the causal discovery process, and potentially to propagate uncertainty values
to downstream tasks. We are further investigating how to reliably quantify uncertainties with human-machine causal
discovery. Another promising direction for work is to consider using physics-infused GP methods (discussed in the
surrogate modeling motif) as the BO surrogate model — we explore this and related combinations of motifs in the
Integrations section later.
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Building a driving simulator for causal reasoning Robust and reliable simulation tools can help address the
overarching challenge in counterfactual (and causal) reasoning: one never observes the true counterfactual outcome. In
theory, the parameters of simulation environments can be systematically controlled, thereby enabling causal relationships
to be established and confounders to be introduced by the researcher. In practice, simulators for complex environments
are typically built on game engines [221] that do not necessarily suffice for causal reasoning, including the simulation
testbeds for Al agents such as Unity Al [222] and OpenAl Gym [223]. We suggest several main limitations to overcome:

1. Counterfactual reasoning in general is not as simple as changing a variable and observing the change in
outcomes. Rather, principled counterfactual reasoning is more precise: quantifying the potential outcomes
under the Rubin-Neymann causal model [207] and within the constraints of potential confounders to derive
true cause-effect relationships. For example, the implementation of counterfactual Gaussian Processes [224]
to simulate continuous-time potential outcomes of various clinical actions on patients.

2. Confounders — factors that impact both the intervention and the outcomes — can be known or measurable in
some cases and hidden in others. The challenge here is to enable the researcher to systematically introduce,
remove, and examine the impact of many different types of confounders (both known and hidden) while
experimenting with simulations. As mentioned in the ABM example, only manipulating simulation inputs is
subject to preemption confounding.

3. Prior work with causality-specific simulators has remained in relatively small environments with simplistic
entities and actions, for example balls or objects moving on 2D and 3D surfaces [225, 226, 227].

The recent “CausalCity” [228] simulation environment aims to provide explicit mechanisms for causal discovery
and reasoning — i.e., enabling researchers to create complex, counterfactual scenarios including different types of
confounders with relatively little effort. The main novelty over similar simulation environments is the notion of agency:
each entity in the simulation has the capability to “decide” their low-level behaviors, which enables scenarios to be
designed with simple high-level configurations rather than specifying every single low-level action. They suggest this is
crucial to creating simulation environments that reflect the nature and complexity of these types of temporal real-world
reasoning tasks. CausalCity addresses problem (3) above with a city driving simulation of configurable, temporal
driving scenarios and large parameter spaces. However, the main aims of a causal-first simulator are left unfulfilled,
with only parts of problems (1) and (2) addressed: The notion of counterfactual reasoning in CausalCity is to forward
simulate scenarios with specific conditions or parameters changed, and observe the difference in outcomes, meaning
the counterfactual claims are limited to the full sequence of events rather than specific cause-effect relationships in
the space between simulation inputs and outputs. For analyzing confounders, CausalCity provides tools to control
extraneous variables — all variables which are not the independent variable but could affect the results of the experiment
— which do not necessarily imply confounding, let alone show specific confounding relationships (for instance, as you
would in an SCM).

Thus the CausalCity simulator does not include the means for deriving the precise causal mechanisms through direct
interventions, nor control of causal inference bounds due to confounder assumptions. There needs to be tooling for
causal modeling directly on the simulator execution trace, as we suggest later in probabilistic programming -based
causal simulations. Nonetheless CausalCity represents a useful step in the direction of simulators for causal reasoning.

Future directions

Causal reasoning facilitates the simulation of possible futures and prediction of intervention outcomes, leading to more
principled scientific discovery and decision-making. In several of the preceding examples we highlighted “active”
processes with causal machine learning and simulators. Our belief is further development and validation can bring
these active causal reasoning workflows into scientific practice to accelerate discovery and experimentation in diverse
domains. Further, one can make the case that human-machine inference methods (Fig. 12) embodied with causal
reasoning are necessary to make progress towards the Nobel Turing Challenge [229] to develop Al-scientists capable of
autonomously carrying out research to make major scientific discoveries — it’d difficult to imagine such an Al-scientist
without, for example, the ability to intelligently explore-exploit a system to derive its causal structure as in Fig. 16.

The specific directions of work we described are,

 Causality definitions and inference constraints based on simulation trace relationships
* Potential outcomes methods purpose-built for simulation counterfactual reasoning
* Tooling for active interventions on running simulations

* Tooling for autonomous and human-machine active causal discovery
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* Game engines and testbeds with infrastructure and programmable interfaces for principled counterfactual (and
interventional) reasoning

Another direction we propose in the Integrations section later is probabilistic programming as a formalism for causal
reasoning, as a natural representation framework and also enabling probabilistic causal reasoning. Under the umbrella
of advancing probabilistic causal reasoning, and continuing the thread from our causal optimization example above,
work on causal inference with Bayesian optimization can offer new, improved approaches for decision making under
uncertainty. Aglietti et al. [230] propose an intriguing approach for global causal optimization, and continuing this line
work is an important direction — for example, combining their proposed framework with causal discovery algorithms, to
remove dependency on manual encoding graphs while also accounting for uncertainty in the graph structure.

Perhaps the most important contribution of causal reasoning in simulation intelligence systems comes from the fact
that correlations may well indicate causal relationships but can never strictly prove them. A model, no matter how
robust, that reproduces the statistical properties of data, is a rather weak form of validation since there are many possible
causal structures for a given set of statistical dependencies. Building simulators with proper representations and tooling
for causal inference is critical for validating that simulators faithfully represent the true data generating processes,
and ultimately for the reliability of simulation outcomes. One must consider the ethical implications of downstream
actions and decision-making based on such outcomes, from epidemiology and medicine, to economics and government
policy [123]. Simulation-based approaches can better deal with cause and effect than purely statistical methods from
widely used in Al, ML, and data science, yet similar ethical concerns like model trust and interpretability [231], and
algorithmic fairness [232, 233, 234] are crucial.

5. AGENT-BASED MODELING

In agent-based modeling (ABM) [235, 236], systems are modeled as collections of autonomous interacting entities (or
agents) with encapsulated functionality that operate within a computational world. ABM agents can represent both
individual or collective entities (such as organizations or groups). For example, in an artificial economy simulation for
quantitatively exploring consequences of policy decisions, agents could be skilled and unskilled workers at varying
class-levels in a city environment [237]. Or in biology, individual bacteria can be modeled as agents from population
statistics obtained with flow cytometry [238].

ABM combines elements of game theory, complex systems, emergence, computational sociology, multi-agent systems,
evolutionary programming, Monte Carlo methods, and reinforcement learning — more recently we can add physics to this
group, with advances in physics-infused (reinforcement) learning (e.g. learning computational fluid dynamics [239]).
Complex systems theory, for example, can be used to investigate how the interactions between parts can create
collective behaviour within a dynamic system [240]. And the dynamic interaction between multiple agents or decision-
makers, which simultaneously affects the state of the environment, can cause the emergence of specific and novel
behavioral patterns, which can be studied with reinforcement learning techniques such as shaping reward structures and
development of language between agents. The decision-making process with autonomous individuals in a bounded
rational environment is often heterogeneous and lends itself well to ABM as a tool for analysis [241]; individuals
represented by agents are dynamically interacting with other agents based on simple rules that will give rise to complex
behaviours and patterns of displacement.

It is standard that agents can only acquire new data about their world constructively (through interactions), and agents
can have uncomputable beliefs about their world that influence their interactions. Uncomputable beliefs can arise
from inborn (initially configured) attributes, from communications received from other agents, and/or from the use
of non-constructive methods (e.g., proof by contradiction) to interpret acquired data. These uncomputable beliefs
enable agents to make creative leaps, i.e. to come up with new ideas about their world not currently supportable by
measurements, observations, or logical extrapolations from existing information [242].

Formally a standard framework to use is partial-observable multi-agent Markov Games (MGs) [243] with a set of
agents interacting in a state and action space that evolves over time—at each time step the environment evolves, and
each agent receives an observation, executes an action, and receives a reward. Using machine learning to optimize
agent behavior, each agent aims to learn a policy that maximizes its expected reward, which depends on the behavioral
policies of the other agents and the environment transition dynamics. In a multi-agent economy setting, for example,
the reward is modeled as a utility function, and rational economic agents optimize their total discounted utility over
time. This describes the individual perspective in ABM, or aiming to achieve one’s own goals. An additional planner
perspective instead seeks to achieve some notion of social welfare or equilibrium for an interacting population, which
usually involves intervening on population-level dynamics through policies, institutions, and centralized mechanisms
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[244]. We describe this in the context of a machine learned social planner to improve societal outcomes with the first
example later.

The utility of ABM has proved challenging due to the complexity of realistically modeling human behavior and large
environments (despite the ability of ABM to adopt behavioral rules that are deduced from human experiments [245]).
Recent advances in deep reinforcement learning (RL) provide opportunity to overcome these challenges by framing
ABM simulations as multi-agent reinforcement learning (MARL) problems. In MARL, agents need to learn together
with other learning agents, creating a non-stationary environment [246]. The past few years have seen tremendous
progress on games such as go [247, 248], StarCraft II [249], Dota2 [250], and two-player poker [251]. These represent
two-player zero-sum games, which are convenient testbeds for multi-agent research because of their tractability: the
predefined solutions coincide with the Nash equilibrium, the solutions are interchangeable, and they have worst-case
guarantees [252]. Yet these testbeds limit research to domains that are inherently adversarial, while non-warfare
real-world scenarios such as simulated economies imply cooperative objectives and dynamics, where agents learn
to communicate, collaborate, and interact with one another. The MARL field is starting to trend towards games of
pure common interest, such as Hanabi [253] and Overcooked [254], as well as team games [255, 256]. Mixed-motives
settings are more aptly connected to real-world settings, for example in alliance politics [244] and tax policy [10], which
are important to research since some strategic dynamics only arise in these settings, such as issues of trust, deception,
and commitment problems. The field of cooperative Al investigates a spectrum of these common-vs-conflicting interests
dynamics, as well as myriad types of cooperative agents—machine-machine, human-machine, human-human, and more
complex constellations. While much Al research to date has focused on improving the individual intelligence of agents
and algorithms, cooperative Al aims to improve social intelligence: the ability of groups to effectively cooperate to
solve the problems they face. Please see Dafoe et al. [244] for a thorough overview.

Reinforcement learning (including MARL and cooperative Al) provides a useful toolbox for studying and generating
the variety of behaviors agents develop. The primary factor that influences the emergence of agent behavior is the
reward structure, which can be categorized as cooperative, competitive, or intrinsic [257]. Intrinsic motivation implies
the agent is maximizing an internal reinforcement signal (intrinsic reward) by actively discovering novel or surprising
patterns, a concept which resembles developmental learning [258, 259] where organisms have to spontaneously explore
their environment and acquire new skills [260, 261]. In addition to the various reward strategies, the development of
language corpora and communication skills of autonomous agents is significant in emerging behaviors and patterns.
Gronauer et al. [257] categorize this as referential and dialogue. The former describes cooperative games where the
speaking agent communicates an objective via messages to another listening agent, and the latter includes negotiations,
question-answering, and other back-and-forth dialogues between agents. Multi-agent communication can in general
improve task performance and cumulative reward, but quantifying communication remains an open question — numerical,
task-specific performance measurements provide evidence but do not give insights about the communication abilities
learned by the agents.

It is natural for ABM testbeds to be implemented in game environments; while the AI Economist uses a simple
2-dimensional grid environment, the Dota2 and Starcraft II deep RL examples utilize those full video games. More
generally, game engines such as Unity [222] provide powerful simulation environments for MARL and ABM problems
broadly. Minecraft, for instance, has been the testbed for RL and human-Al interaction [262], and the “CausalCity”
[228] simulation environment we discussed earlier is built with the Unreal game engine (leveraging the AirSim [263]
package for simulations for autonomous vehicles). Game- and physics-engines are increasingly useful components of
the Al toolbox and the SI ecosystem.

Examples

The ABM toolbox is applicable for study of complex interactive processes in all scientific disciplines. ABM is
particularly interesting for simulating and studying systems in social sciences and economics, given the relative ease
of mapping agents to recognizable social entities, the natural hierarchical self-organization in social systems, and
the interesting results in emergent behavior — applications range from urban traffic simulation [264] to humanitarian
assistance [265] to emergency evacuations [266]. Complex emergent economic behavior has been previously studied
in economics through agent-based modeling [236, 267], but this has largely proceeded without the benefit of recent
advances in Al. We illustrate Al-infused ABM towards societal intelligence with a couple of examples below, followed
by additional domains in life sciences.

As with the other motifs, we advocate for probabilistic approaches to ABM, to properly calibrate models, assimilate
observational data into models, and quantify uncertainties in results. For instance, we may make an agent’s behavior
stochastic in order to express our uncertainty in the agent’s behavior, and we may implement Monte Carlo methods
to compute a posterior of behaviors rather than single point predictions. In some cases we may be able to build a
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surrogate model of the ABM simulation (i.e. statistical emulation) for efficient execution and uncertainty quantification
[268, 269].
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Figure 17: The Al Economist’s two-level RL framework [10]. In the inner loop, various types of RL agents gain
experience by performing labor, receiving income, and paying taxes, and learn through balancing exploration and
exploitation how to adapt their behavior to maximize their utility. In the outer loop, the social planner adapts tax policies
to optimize its social objective. The initial framework ran in a simplistic 2D environment with limited agency, whereas
we show an example of work-in-progress extending AI Economist methods to more elaborate, complex multi-agent
worlds [270].

Optimizing economic policies The “Al Economist” [10] aims to promote social welfare through the design of
optimal tax policies in dynamic economies using ABM and deep RL. It uses a principled economic simulation with both
workers and a policy maker (i.e. individual agents and a planner, respectively), all of whom are collectively learning
in a dynamic inner-outer reinforcement learning loop (see Fig. 17). In the inner loop, RL agents gain experience by
performing labor, receiving income, and paying taxes, and learn through trial-and-error how to adapt their behavior to
maximize their utility. In the outer loop, the social planner adapts its tax policy to optimize the social objective—a social
welfare function from economic theory that considers the trade-off between income equality and productivity. The Al
Economist framework is designed in a way that allows the social planner to optimize taxes for any social objective,
which can be user-defined, or, in theory, learned. Another key benefit is the planner in this ABM setup does not need
prior world knowledge, prior economic knowledge, or assumptions on the behavior of economic agents.

The data-driven Al Economist simulations are validated by matching the learned behavior to results known from
economic theory, for example agent specialization. Specialization emerges because differently skilled workers learn
to balance their income and effort. For example, in some scenarios agents learn tax-avoidance behaviors, modulating
their incomes across tax periods. The dynamic tax schedule generated by the planner performs well despite this kind
of strategic behavior. This exemplifies the rich, realistic dynamics and emergent behavior of a relatively simplified
economic simulation. The validations also build confidence that agents respond to economic drivers, and demonstrate
the value of a data-driven dynamic tax policy versus prior practice.

The AI Economist provides a powerful framework for integrating economics theory with data-driven simulation,
producing transparent and objective insights into the economic consequences of different tax policies. Yet there are
limitations: the simulations do not yet model human-behavioral factors and interactions between people, including social
considerations, and they consider a relatively small economy. It would also be interesting to improve the framework
with counterfactual reasoning for what-if experimentation — this is a key value-add of Al-driven simulators in general,
which we detail in the causality motif.

Simulating networked acts of violence Particularly intriguing use-cases for new ABM approaches are in seemingly
random and chaotic human events, such as insurrections and other acts of violence. Political revolutions, for example,
are not understood nearly well enough to predict: similar patterns lead to heterogeneous scenarios, the cascading effects
of actions (and their timing) have high uncertainty with expensive consequences, origins of emergent behaviors are often
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unknown and thus unidentifiable in the future, and it is impossible to know which episodes lead to local versus mass
mobilization [271]. Other ABM concerns are especially relevant in these applications: data limitations (particularly
challenges with multi-modal, sparse, noisy, and biased data), as well as challenges validating simulations (and further,
trust).

Recent work applying ABM methods to violence events, such as aiming to model the insurrection events of the Arab
Spring [271], can yield interesting outcomes, but nonetheless suffer from critical roadblocks: existing approaches
use simplifying assumptions without real-world validation, cannot incorporate real data (historical nor new), and are
not necessarily interpretable nor probe-able. Another is the agent-based insurgency model of Overbey et al. [272],
where they simulate hundreds of thousands of agents that can exhibit a variety of cognitive and behavioral states and
actions, in an environment loosely based on the demographic and geophysical characteristics of Ramadi, Iraq in the
early 2000s. Large scale parallel compute with GPUs was critical to produce simulations of realistic insurgent and
counter-insurgent activities. Yet more acceleration and scaling would be needed for validation, including generating a
posterior of potential outcomes for quantifying uncertainty and reasoning about counterfactual scenarios. These two
use-cases exemplify the bottleneck ABM faces in geopolitical settings without newer Al-driven simulation techniques.

One important development would be multi-scale formalisms that are amenable to reinforcement learning and machine
learning in general. A nice example in this direction is the hierarchical multi-agent, multi-scale setup of Bae &
Moon [273], which was effective in simulating evacuation through a city’s road networks due to bombing attacks,
and simulating ambulance effectiveness transporting victims. For overcoming compute bottlenecks, existing HPC
systems can be leveraged, but NN-based surrogates would be needed, for acceleration and additional emulation uses (as
described in the emulation motif earlier).

Existing works in geopolitics ABM rely solely on mechanistic, theoretical descriptions of human behavior rooted in
theory [274]. And recent work with deep RL uses simplistic board-game environments [275]. For reliable simulations
it’s important to utilize real-world data in a way that complements and validates the theory. In the applications here,
we would implement a semi-mechanistic modeling approach that coordinates both mechanistic equations (such as
information theoretic models of disinformation [276]) and data-driven function approximations. Further, building this
ABM framework in a generative modeling (and more specifically probabilistic programming) way would be essential
for simulating the multitudes of outcomes and their full posteriors. The probabilistic programming approach would also
behoove counterfactual reasoning, or quantifying the potential outcomes due to various courses of action, as discussed
in both the probabilistic programming and causality motifs.

Multi-scale systems biology Currently a main challenge in molecular modeling is the complex relationship between
spatial resolution and time scale, where increasing one limits the other. There are macroscopic methods that make
simplifying assumptions to facilitate modeling of the target molecular system (such as ODEs and PDEs operating at
the population-level), and microscopic methods that are much finer in spatial resolution but highly computationally
expensive at temporal scales of interest (such as Brownian and molecular dynamics methods). The reader may recall a
similar spatial-temporal cascade of simulation methods in the motif on multi-scale modeling (Fig. 5).

To highlight this cascade and how ABM can help overcome existing spatial-temporal systems biology limitations,
consider several of the potentially many use-cases for modeling mRNA [277]:

* The nuclear export of mRNA transcripts requires a millisecond time scale, which has been explored via ABM
[278], while high-resolution techniques such as Brownian or molecular dynamics are only tractable at nano-
and micro-second scales, respectively. Further, these methods can compute 10s to 100s of molecules, whereas
ABM can do 1000s.

* Cellular processes are often defined by spatial details and constrained environments — e.g., RNA-binding
proteins can travel between the nucleus and the cytoplasm (depending on their binding partners), while others
like the nucleo- and cyto-skeleton linker is within the nuclear envelope. These spatial characteristics can be
easily incorporated in ABM as prior knowledge that improves modeling (Fig. 19).

* Tracking of individual particles over time is valuable in study of molecular systems, such as mRNA export.
ABM is well-suited for particle tracking — for instance, recall the virus-propagation example in Fig. 15 of
the causality motif — and can complement in vivo particle tracking advances [279] towards cyber-physical
capabilities.

* The concept of emergence in ABM is valuable here as well — for instance, Soheileypour & Mofrad [280] use
ABM to show that several low-level characteristics of mRNA (such as quality control mechanisms) directly
influence the overall retention of molecules inside the nucleus. ABM, as a complex systems approach, has
the ability to predict how a molecular system behaves given the rules that govern the behavior of individual
molecules.
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Figure 18: Comparing the size of the molecular system of interest and the timescales achievable by computational
modeling techniques (motivated by [277]).

Another illuminating example is multi-scale ABM for individual cell signalling, cell population behavior, and extracel-
lular environment. “PhysiBoSS” is an example framework to explore the effect of environmental and genetic alterations
of individual cells at the population level, bridging the critical gap from single-cell genotype to single-cell phenotype
and emergent multicellular behavior [281]. The ability of ABM to encompass multiple scales of biological processes
as well as spatial relationships, expressible in an intuitive modeling paradigm, suggests that ABM is well suited for
molecular modeling and translational systems biology broadly.

a) b) ©)

Figure 19: Simplification of representing a cell and its constituent objects (or agents) in a multi-scale agent-based
model. (a) The cell system is characterized by various complex molecular pathways inside the nucleus (grey) and
cytoplasm (blue), where each pathway takes place in particular environments and involves different types of molecules.
The interactions of these molecules within and between cellular environments lead to the complex behaviors of the
overall system. (b) A zoomed-in view of seven proteins interacting in an imaginary molecular environment in the
cytoplasm. (c) ABM representation of the imaginary pathway shown in (b). Information about the environment is
projected onto discrete ABM cells. Agents representing biological factors move and interact with other agents and the
environment based on rules and mechanisms that are predefined (or potentially learned from data). Agents interact with
other agents only when they are in proximity (i.e., green agents as opposed to the red agent). (Reproduced from [277])

Generating agent-based model programs from scratch In recent work, a combination of agent-based modeling
and program synthesis via genetic programming was used to develop a codified rule-set for the behavior of individual
agents, with the loss function dependent on the behaviors of agents within the system as a whole [282]. Genetic
programming is the process of evolving computer programs from scratch or initial conditions: a set of primitives and
operators, often in a domain-specific language. In program synthesis, the desired program behavior is specified but
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the (complete) implementation is not: the synthesis tool determines how to produce an executable implementation.
Similarly, the behavior or any partial implementation can be ambiguously specified, and iteration with the programmer,
data-driven techniques, or both are used to construct a valid solution.

Together, program synthesis via genetic programming allow non-trivial programs to be generated from example data.
ABM is an intriguing area to apply this methodology, where emergence and individual-to-macro complexity are main
characteristics to study and exploit. Focusing on two use cases — flocking behavior and opinion dynamics (or how
opinions on a topic spread amongst a population of agents) — the researchers were able to generate rules for each agent
within the overall system and then evolve them to fit the overall desired behavior of the system. This kind of approach
is early but has implications for large systems, particularly in sociological or ecological modeling. This and related
approaches are emblematic of the artificial life field (ALife), which we discuss more in the open-ended optimization
motif next.

Future directions

The previous examples elucidate a central feature of ABM which should help motivate the application of ABM in
diverse domains: they are able to generate system-level behaviors that could not have been reasonably inferred from,
and often may be counterintuitive to, the underlying rules of the agents and environments alone. The implication is
there can be simulation-based discovery of emergent phenomena in many systems at all scales, from particle physics
and quantum chemistry, to energy and transportation systems, to economics and healthcare, to climate and cosmology.

There are of course contexts in which the use of ABM warrants thorough ethical considerations, for instance ABM of
social systems. In some applications, decision-making and social norms are modeled and inferred (e.g. of functional
groups such as households, religious congregations, co-ops, and local governments [283]), which may unintentionally
have elements of bias or ignorance when bridging individual-level assumptions and population-level dynamics [284].
There should be awareness and explicit systems in place to monitor these concerns in the use of ABM and for
downstream tasks because the resulting predictions can inform the design or evaluation of interventions including policy
choices.

Broadly in ABM, domain-specific approaches and narrow solutions are the norm. The lack of generalizable methods and
unifying frameworks for comparing methods poses a significant bottleneck in research progress. Even more, this limits
the utility of ABM for the many researchers interested in interdisciplinary simulations. A basic infrastructure of ABM
is needed, with formalisms built on ABM logic and deep RL techniques (to integrate with state-of-art machine learning),
and supporting the generic design of simulation engines working with multi-modal data. Building atop differentiable
and probabilistic programming (the engine motifs discussed next) would behoove such an ABM framework. This is also
a hardware problem: in line with the layer-by-layer integrated nature of simulation and AI computing that we describe
throughout this paper, existing ABM simulation platforms for the most part can’t take advantage of modern hardware,
nor are they scalable to high-performance computing (HPC) deployments (which we discuss later in this work).

The AI Economist and similar works are moving towards an integration of traditional ABM methodology with newer
deep RL approaches. In addition to powerful results, this can be a fruitful paradigm for studying language and
communication between agents in many environments and settings — as mentioned earlier, the development of metrics
and quantitative tools for studying such communication (and its emergent behaviors) is essential. It will likely be
necessary to utilize the machinery of causal inference and counterfactual reasoning, for studying various communication
types as well as motivations (e.g. [285]). It will also be critical to build methods in a hierarchical way for multi-scale
ABM, to help overcome the burden of simplifying assumptions and approximations about individuals and groups of
agents — notice the close similarity in challenges and methods described in the multi-scale multi-physics motif.

The Engine

6. PROBABILISTIC PROGRAMMING

The probabilistic programming (PP) paradigm equates probabilistic generative models with executable programs [286].
Probabilistic programming languages (PPL) enable practitioners to leverage the power of programming languages to
create rich and complex models, while relying on a built-in inference backend to operate on any model written in the
language. This decoupling is a powerful abstraction because it allows practitioners to rapidly iterate over models and
experiments, in prototyping through deployment. The programs are generative models: they relate unobservable causes
to observable data, to simulate how we believe data is created in the real world (Fig. 20).
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Figure 20: With a probabilistic program we define a joint distribution p(z, y) of latent (unobserved) variables = and
observable variables y. PPL inference engines produce posterior distributions over unobserved variables given the
observed variables or data, p(x|y) = p(y|z)p(x)/p(y). As observed variables typically correspond to the output of a
program, probabilistic programming provides us a way to “invert” a given program, meaning that we infer program’s
inputs given an instance of data that corresponds to the program’s output. Example PPL code is shown in Fig. 21.
(Original figure credit: Frank Wood)

PPL pack additional advantages for scientific ML, mainly by design allowing experts to incorporate domain knowledge
into models and to export knowledge from learned models. First, PPL are often high-level programming languages
where scientists can readily encode domain knowledge as modeling structure — there is a direct correspondence
between probability theory and coding machinery that is obfuscated in standard programming paradigms. Second, since
models are encoded as programs, program structure gives us a structured framework within which to reason about the
properties and relationships involved in a domain before inference is even attempted [287]. Crucially, in PPL we get
uncertainty reasoning as a standard feature allowing us to express and work with aleatoric (irreducible uncertainty due
to stochasticity such as observation and process noise) and epistemic (subjective uncertainty due to limited knowledge)
uncertainty measures.

The main drawback of probabilistic programming is computational cost, which is more pronounced especially in the
case of unrestricted (universal, or Turing-complete) PPL [288] that can operate on arbitrary programs [289, 290, 291,
292, 293]. Another class of PPL is more restrictive and thus computationally efficient, where constraining the set of
expressible models ensures that particular inference algorithms can be efficiently applied [294, 295, 296, 297]. Note
that extending an existing Turing complete programming language with operations for sampling and conditioning
results in a universal PPL [288, 298].

Although a relatively nascent field at the intersection of Al, statistics, and programming languages, probabilistic
programming has delivered successful applications across biological and physical sciences. For example, inferring
physics from high-energy particle collisions [165], pharmacometric modeling and drug development [299], inferring
cell signalling pathways [300], predicting neurodegeneration [219], optimal design of scientific experiments [301],
modeling epidemiological disease spread [302, 303], untangling dynamics of microbial communities [304], wildfire
spread prediction [305], spacecraft collision avoidance [306], and more. We next discuss several key mechanisms for
connecting probabilistic programming and scientific simulation across these and other domains.

Probabilistic programs as simulators First, a probabilistic program is itself a simulator, as it expresses a stochastic
generative model of data; that is, given a system or process sufficiently described in a PPL, the forward execution
of the program produces simulated data. Typically one runs a simulator forward to predict the future, yet with a
probabilistic program we can additionally infer the parameters given the outcomes that are observed. For example,
the neurodegeneration programs in Lavin [219] define a statistical model with random samplings, from which we
can generate probabilistic disease trajectories, and infer parameters for individual biomarkers. Another advantage of
simulating with probabilistic programs is for semi-mechanistic modeling, where Turing-complete PPL provide flexible
modeling for integrating physical laws or mechanistic equations describing a system with data-driven components that
are conditioned or trained on data observations — the PPL Turing.jl [307], for example, illustrates this with ordinary
differential equations. Similarly, some PPL enable semi-parametric modeling [308, 309], where the inference engine
can handle programs that combine parametric and nonparametric models: The parametric component learns a fixed
number of parameters and allows the user to specify domain knowledge, while a nonparametric model (e.g. a Gaussian
process) learns an unbounded number of parameters that grows with the training data. These two programming features
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— semi-mechanistic and semi-parametric modeling — along with the overall expressiveness of PPL make them ideal for
non-ML specialists to readily build and experiment with probabilistic reasoning algorithms. Utilizing probabilistic
programs as simulators plays an important role in the simulation-based inference motif.

Delay Differential Equation (DDE) Turing.setadbackend(:forwarddiff)
of Lotka-Volterra Model @model function fitlv(data, probl)
o ~ InverseGamma(2, 3)
dx/dt = ax(t-7) -[b(ﬂx(ﬁ a ~ Truncated(Normal(1.5,0.5),0.5,2.5)
B ~ Truncated(Normal(1.2,0.5),0,2)
dy/dt = -yy(t) + ox(O)y(¢) Yy ~ Truncated(Normal(3.0,0.5),1,4)
® ~ Truncated(Normal(1.0,0.5),0,2)

[GJ BJY)E]

function delay_lotka_volterra(du, u, h, p, t) P

X, y=u prob = remake(probl, p=p)

a, B, v, d=p s
ok a4 idvecd) - R % v % predicted = solve(prob,saveat=0.1)
du[1] = a * h(p, t-1; idxs=1) - B * x *y for i = 1:length(predicted)

duf[2] = -y ¥y + 0 * x *y R . .
return data[:,i] ~ MvNormal(predicted[i], O)

ond end

end;

p = (1.5,1.0,3.0,1.0) model = fitlv(ddedata, probl)

ue = [1.0; 1.0]

tspan = (0.0,10.0)

h(p, t; idxs::Int) = 1.0

probl = chain = sample(
DDEProblem(delay_lotka_volterra,u@,h,tspan,p) model, NUTS(.65), MCMCThreads(), 300, 3, progress=true)

Figure 21: Bayesian estimation of differential equations — Here we show an example of a Turing.jl [307] probabilistic
program and inference with a delay differential equation (DDE), a DE system where derivatives are functions of values
at an earlier point in time, generally useful to model a delayed effect, such as incubation time of a virus. Here we
show the The Lotka—Volterra equations, a pair of first-order nonlinear differential equations that are frequently used to
describe the dynamics of biological systems in which two species interact as predator and prey. Differential equation
models often have non-measurable parameters. The popular “forward-problem” of simulation consists of solving the
differential equations for a given set of parameters, the “inverse problem” to simulation, known as parameter estimation,
is the process of utilizing data to determine these model parameters. Bayesian inference provides a robust approach to
parameter estimation with quantified uncertainty. (Example code sourced from turing.ml)

Compiling simulators to neural networks Second, we have inference compilation [310, 311], a method for using
deep neural networks to amortize the cost of inference in universal PPL models. The transformation of a PPL inference
problem into an amortized inference problem using neural networks is referred to as “compilation”, based on the analogy
of compiling computer code between two programming languages. In the context of simulation, one use for inference
compilation is as a preprocessing step for probabilistic programming algorithms, where initial runs of the PPL-based
simulator are used to train a neural network architecture, which constructs proposal distributions for all the latent
random variables in the program based on the observed variables — this represents one of the simulation-based inference
workflows in Fig. 10. Another main use for inference compilation is to construct probabilistic surrogate networks
(PSN): any existing stochastic simulator, written in any programming language, can be turned into a probabilistic
program by adding a small amount of annotations to the source code (for recording and controlling simulator execution
traces at the points of stochasticity). Munk et al. [298] demonstrate this on a non-trivial use-case with composite
materials simulation, yet more testing with additional simulators is needed to validate the generalizability claims
and robustness. PSN and other extensions to inference compilation [312] help unify probabilistic programming with
existing, non-differentiable scientific simulators in the third and perhaps most powerful mechanism, simulator inversion.

Simulator inversion The Etalumis project (“simulate” spelled backwards) uses probabilistic programming methods
to invert existing, large-scale simulators via Bayesian inference [165], requiring minimal modification of a given
simulator’s source code. Many simulators model the forward evolution of a system (coinciding with the arrow of time),
such as the interaction of elementary particles, diffusion of gasses, folding of proteins, or the evolution of the universe
on the largest scale. The task of inference refers to finding initial conditions or global parameters of such systems that
can lead to some observed data representing the final outcome of a simulation. In probabilistic programming, this
inference task is performed by defining prior distributions over any latent quantities of interest, and obtaining posterior
distributions over these latent quantities conditioned on observed outcomes (for example, experimental data) using
Bayes rule. This process, in effect, corresponds to inverting the simulator such that we go from the outcomes towards
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the inputs that caused the outcomes. A special protocol, called the probabilistic programming execution protocol (PPX)
(Fig. 22), is used to interface PPL inference engines with existing stochastic simulator code bases in two main ways:

1. Record execution traces of the simulator as a sequence of sampling and conditioning operations in the PPL. The
execution traces can be used for inspecting the probabilistic model implemented by the simulator, computing
likelihoods, learning surrogate models, and generating training data for inference compilation NNs — see Fig.
22.

2. Control the simulator execution with the PPL by “hijacking” the simulator’s random number generator. More
precisely, general-purpose PPL inference guides the simulator by making random number draws not from the
prior p(x) but from proposal distributions ¢(z|y) that depend on observed data y [313] — see Fig. 23.

These methods have been demonstrated on massive, legacy simulator code bases, and scaled to high-performance
computing (HPC) platforms for handling multi-TB data and supercomputer-scale distributed training and inference. The
ability to scale probabilistic inference to large-scale simulators is of fundamental importance to the field of probabilistic
programming and the wider scientific community.
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Figure 22: Illustration of the Etalumis probabilistic execution protocol (PPX) that interfaces the PPS (dark top-layer)
with an existing simulator (light bottom-layer). As the simulator executes, the PPS inference engine records and controls
the execution, as shown by the traces of nodes (representing unique sampled or observed variable labels at runtime).
The two traces interface at random number draws and for conditioning in the simulator, corresponding to “sample” and
“observe” statements in a typical PPL, respectively.

Examples

Compilation and inversion of a particle physics simulator The Standard Model of particle physics has a number
of parameters (e.g., particle masses) describing the way particles and fundamental forces act in the universe. In
experiments such as those at the Large Hadron Collider (described in the simulation-based inference motif earlier),
scientists generate and observe events resulting in cascades of particles interacting with very large instruments such
as the ATLAS and CMS detectors. The Standard Model is generative in nature, and can be seen as describing the
probability space of all events given the initial conditions and model parameters. Baydin et al. [163, 165] developed
the Etalumis approach originally to work with the state-of-the-art Sherpa simulator [314], an implementation of the
Standard Model in C++. Based on the PPX protocol, they worked with this very large scale simulator involving
approximately one million lines of C++ code and more than 25k latent variables and performed the first instance of
Bayesian inference in this setting, demonstrating the approach on the decay of the 7 (tau) lepton. Due to the scale of
this simulator, the work made use of the Cori supercomputer at Lawrence Berkeley National Lab, mainly for distributed
data generation and training of inference compilation networks for inference in Sherpa.

Probabilistic, efficient, interpretable simulation of epidemics Epidemiology simulations have become a funda-
mental tool in the fight against the epidemics and pandemics of various infectious diseases like AIDS, malaria, and
Covid [315]. However, these simulators have been mostly limited to forward sampling of epidemiology models with
different sets of hand-picked inputs, without much attention given to the problem of inference. Even more, inefficient
runtimes limit the usability for iterating over large spaces of scenarios and policy decisions. Motivated by the Covid-19
pandemic, Wood et al. [316] demonstrated how parts of the infectious disease-control and policy-making processes can
be automated by formulating these as inference problems in epidemiological models. Using the Etalumis approach,
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Gram-Hansen et al. [313] developed a probabilistic programming system to turn existing population-based epidemi-
ology simulators into probabilistic generative models (Fig 23). Applied to two state-of-the-art malaria simulators
(namely EMOD [317] and OpenMalaria [318]) the system provides interpretable introspection, full Bayesian inference,
uncertainty reasoning, and efficient, amortized inference. This is accomplished by “hijacking” the legacy simulator
codebases by overriding their internal random number generators. Specifically, by replacing the existing low-level
random number generator in a simulator with a call to a purpose-built universal PPL “controller”, the PPL can then track
and manipulate the stochasticity of the simulator as it runs. The PPL controller can then run a handful of novel tasks
with the hijacked codebase: running inference by conditioning the values of certain data samples and manipulating
others, uncovering stochastic structure in the underlying simulation code, and using the execution traces from the PPL.
backend to automatically produce result summaries. The resulting execution traces can potentially be used for causal
chain discovery (for instance, deriving the infection spread from host to host) as described in the causality motif.

Simulator system Redefine RNG to
expose externally

Specify the model:
P(x)

Execute the PPS hijacks RNG
simulator PPS performs inference

|

Standard
program

Result summaries,

e . path probabilities,
PGB SEE condition on observations: P(x|y)
program

Figure 23: The process for “hijacking” the random number generator (RNG) of a generic population-based epidemiology
simulator (such as OpenMalaria); the outline colors blue, red, and purple respectively represent processes linked to the
existing simulator codebase, the hijacking probabilistic programming system, and external dataflows. (Reproduced
from Gram-Hansen et al. [313])

The probabilistic programming advantage for generating molecules As we’ve covered in several motifs and
integrations in this paper, designing and discovering new molecules is key for addressing some of humanity’s most
pressing problems, from developing new medicines to providing agrochemicals in the face of shifting populations and
environments, and of course discovering new materials to tackle climate change. The molecular discovery process
usually proceeds in design-make-test-analyze cycles (shown in Fig. 33). ML can help accelerate this process (ultimately
reducing the number of expensive cycles) by both broadening the search and by searching more intelligently. That
respectively amounts to learning strong generative models of molecules that can be used to sample novel molecules
for downstream screening and scoring tasks, and finding molecules that optimize properties of interest (e.g. binding
affinity, solubility, non-toxicity, etc.) [319]. We’ve suggested gaps in this process from lack of information sharing
across phases, particularly the necessity for communication between the molecule design / lead generation phase and
the synthesis phase — see for instance Fig. 37. One possibility to better link up the design and make steps in ML
driven molecular generation is to explicitly include synthesis instructions in the design step. To this end, Bradshaw et
al. [319] present a framework for multi-step molecular synthesis routes: directed acyclic graphs (DAG) represent is
the synthetic routes, which are arranged in a hierarchical manner, where a novel neural message passing procedure
exchanges information among multiple levels, all towards gradient-based optimization of the system that is enabled by
differentiable programming. Intuitively this works as follows: The model aims to generate “recipes” (i.e., synthesis
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trees or synthesis graphs as DAGs) which start from a small number of building blocks (e.g., easily purchasable
compounds) that then can be combined (possibly iteratively) to produce progressively more complex molecules. We
assume that a “reaction outcome predictor” exists, which can be anything that takes in a set of reactants and outputs
a distribution over products. Given a dataset of potential products and their synthetic routes, this can then be fit as
structured deep generative model, which generates a distribution over molecules by first selecting a handful of easily
obtainable compounds as starting points, then iteratively combining them. This generative model can then be used for
Bayesian optimization of molecules (or perhaps open-ended optimization in SI future work), in a way which regularizes
the “suggested” molecules to only be those that have a high probability of being synthesized reliably in a lab. We
discuss similar pipelines and methods in the Integrations section later. The overall structure of the probabilistic model is
rather complex as it depends on a series of branching conditions. It’s thus advantageous to frame the entire generative
procedure as a probabilistic program — notice our location in reference to Fig. 25 at the intersection of DP and PP. Such
a probabilistic program defines a distribution over DAG serializations, and running the program forward will sample
from the generative process. The program can just as easily be used to evaluate the probability of a DAG of interest by
instead accumulating the log probability of the sequence at each distribution encountered during the execution of the
program. Inspecting the PPL execution traces may provide deeper levels of interpretability for the molecule generation
process. This exemplifies the utility of probabilistic programs for “partially specified” models, which are the rich area
between data-driven (black-box, deep learning) and fully-specified simulators. We give another example of this in the
Integrations section later, also in the context of molecular synthesis.

Simulation-based common sense cognition The pursuit of common sense reasoning has largely been missing from
mainstream Al research, notably characteristics such as generalizability and causal reasoning [320, 321]. To achieve
common sense, and ultimately general machine intelligence, Marcus & Davis [322] suggest starting by developing
systems that can represent the core frameworks of human knowledge: time, space, causality, basic knowledge of
physical objects and their interactions, basic knowledge of humans and their interactions. Practical pursuit of this
objective has largely focused on reverse engineering the “common sense core” from cognitive- and neuro-sciences:
intuitive physics [323] and intuitive psychology, or basic representations of objects in the world and the physics by
which they interact, as well as agents with their motives and actions [324]. In particular, studying the hypothesis that
many intuitive physical inferences are based on a mental physics engine that is analogous in many ways to the machine
physics engines used in building interactive video games [325], and by modeling the intuitive physics and intuitive
psychology of children as mental simulation engines based on probabilistic programs [320, 326].

To capture these kinds of ideas in engineering terms probabilistic programming is needed; PPL integrate our best ideas
on machine and biological intelligence across three different kinds of mathematics: symbolic manipulation (i.e., algebra
and logic), Bayesian inference (probability), and neural networks (calculus). By wrapping physics engine programs and
physics simulators inside frameworks for probabilistic modeling and inference, we gain the powerful tools necessary to
capture common sense intuitive physics. In the works of Tenenbaum et al. this has been called “the simulator in your
head”, and also “theory of mind” [327], which has a purpose distinct from the typical use of game engines in most
of recent Al research: to capture the mental models that are used for online inference and planning, rather than using
games for training a NN or other model over a massive amount of simulated data.

These common sense cognition concepts have been demonstrated in a series of simulation-based cognitive science
experiments to test and analyze the PPL-based intuitive physics engine [328, 329], and the intuitive psych engine [330]
where the same kind of model can be used to infer jointly what somebody wants and also what somebody believes,
(because people sometimes take inefficient actions [327]). Uncertainty reasoning is once again key here: the PPL-based
approach leads to a more robust machine intelligence because any real-world Al agent will never have perfect perception
nor perfect physics models, so, like the human brain, making probabilistic inferences based on the available data and
models is a robust, generalizable approach. Follow-up neuroscience experiments with Tenenbaum et al. aim to show
where and how your intuitive physics engine works, and how the neural mechanisms connect synergistically to other
cognitive functions based on their neural locus. An implication is that these kinds of probabilistic program models
are operative even in the minds and brains of young babies, which may bear significance in developing methods for
cooperative Al, which we discuss in the agent-based modeling and uncertainty reasoning sections.

As we noted earlier, PPL sampling-based inference is predominant but in general slow, and certainly restrictive with
games/graphics engines. We can alternatively use NNs to learn fast bottom-up approximations or inverses to these
graphics engines, also known as “vision as inverse graphics” [331, 332]. Looking to lean on NNs, PhysNet [333]
attempts to treat intuitive physics as a pattern recognition task. Although able to reproduce some of the stability-
prediction results, typical of deep learning the PhysNet approach required massive amounts of training and still cannot
generalize beyond the very specific physical object shapes and numbers.

Now a physics engine defined as a probabilistic program has to be a program that inputs and outputs other programs.
This “hard problem of learning” represents a highly challenging search problem to find good programs, yet humans
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can solve that problem so machine intelligence should be able to as well. Bayesian Program Learning [334] is an
early example of this but there is still considerable progress to be made. Additional notable works towards learning as
programming include “the child as hacker” [335], and “Dream Coder” which combines neural networks with symbolic
program search to learn to solve programs in many different domains, essentially learning to construct a deep library of
programs [336].
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Figure 24: Search spaces reflecting the “hard problem of learning”, where navigating the space of programs (bottom) is
far more challenging than the space of neural net parameterizations (top). (Inspired by [326].)

Future directions

Probabilistic programming and simulation should continue to advance the cognitive- and neuro-sciences work we
described above from Tenenbaum et al. The hypothesis, with a growing body of support, is that a simulator or game
engine type of representation is what evolution has built into our brains in order to understand the world of objects
and agents; babies start off with a minimal proto game engine, learn with the game engine and expand it to cases not
necessarily built for, and use this as the subsequent foundation for learning everything else.

Another general area to advance and scale PPL use is in simulation-based inference. Specifically in the context of
human-machine inference, using probabilistic programs as the simulator has many potential advantages: modularity in
modeling systems, general-purpose inference engines, uncertainty quantification and propagation, and interpretability.
See Fig. 12 and the simulation-based inference motif.

With the Etalumis project we now have the ability to control existing scientific simulators at scale and to use them as
generative, interpretable models, which is highly valuable across simulation sciences where interpretability in model
inference is critical. The proof of concept was developed in particle physics with the Large Hadron Collider’s (LHC)
“Sherpa” simulator at scale. This enables Bayesian inference on the full latent structure of the large numbers of collision
events produced at particle physics accelerators such as the LHC, enabling deep interpretation of observed events. Work
needs to continue across scientific domains to validate and generalize these methods, which has begun in epidemiology
[303, 313] and astrophysics [306]. Other promising areas that are bottlenecked by existing simulators include hazard
analysis in seismology [337], supernova shock waves in astrophysics [338], market movements in economics [339],
blood flow in biology [49], and many more. Building a common PPL abstraction framework for different simulators
would be ideal, for experiment-reproducibility and to further allow for easy and direct comparison between related or
competing simulators.
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In general, the intersection of probabilistic programming and scientific ML is an actively growing ecosystem. Still,
much more progress stands to be made in computational efficiency, both in the inference algorithms and potentially
in specialized compute architectures for PPL. We also believe the development of causal ML methods within PPL.
will be imperative, as the abstractions of probabilistic programming provide opportunity to integrate the mathematics
of causality with ML software. The larger opportunity for probabilistic programming is to expand the scope of
scientific modeling: Just as Turing machines are universal models of computation, probabilistic programs are universal
probabilistic models — their model space M comprises all computable probabilistic models, or models where the joint
distribution over model variables and evidence is Turing-computable [326].
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Figure 25: Probabilistic programming expands the scope of probabilistic graphical models (PGM) by allowing for
inference over arbitrary models as programs, including programming constructs such as recursion and stochastic
branching. Analogously, differentiable programming is a generalization of neural networks and deep learning, allowing
for gradient-based optimization of arbitrarily parameterized program modules. Just as MCMC-based inference engines
drive PPL, autodiff is the engine behind DP. (Note that “differentiable neural memory” refers to methods such as Neural
Turing Machines [340] and Differentiable Neural Computers [341]; “neural differential equations” refers to Neural
ODE [78] and Universal DiffEQ (UDE) [66]; HMC is Hamiltonian Monte Carlo [342, 343], MRF is Markov Random
Fields, and LVM is Latent Variable Models [344, 345].)

7. DIFFERENTIABLE PROGRAMMING

Differentiable programming (DP) is a programming paradigm in which derivatives of a program are automatically
computed and used in gradient-based optimization in order to tune program to achieve a given objective. DP has found
use in a wide variety of areas, particularly scientific computing and ML.

From the ML perspective, DP describes what is arguably the most powerful concept in deep learning: parameterized
software modules that can be trained with some form of gradient-based optimization. In the DP paradigm, neural
networks are constructed as differentiable directed graphs assembled from functional blocks (such as feedforward,
convolutional, and recurrent elements), and their parameters are learned using gradient-based optimization of an
objective describing the model’s task [346]. The ML field is increasingly embracing DP and freely composing NN
building blocks in arbitrary algorithmic structures using control flow, as well as the introducing novel differentiable
architectures such as the Neural Turing Machine [34 1] and differentiable versions of data structures such as stacks,
queues, deques [347].

DP frameworks for deep learning have dominated the ML landscape during the past decade, most notably auto-
differentiation frameworks such as Theano [348], TensorFlow [349], and PyTorch [350]. In contrast to deep learning,
which mainly involves compositions of large matrix multiplications and nonlinear element-wise operations, physical
simulation requires complex and customizable operations due to the intrinsic computational irregularities, which can
lead to unsatisfactory performance in the aforementioned frameworks. To this end, recent works have produced powerful,
parallelizable DP frameworks such as JAX [45, 351] and DiffTaichi [352] for end-to-end simulator differentiation
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Figure 26: A taxonomy of differentiating mathematical expressions and computer code, taking as an example a truncated
logistic map (upper left). Symbolic differentiation (center right) gives exact results but requires closed-form input
and suffers from expression swell, numerical differentiation (lower right) has problems of accuracy due to round-off
and truncation errors, and automatic differentiation (lower left) is as accurate as symbolic differentiation with only a
constant factor of overhead and support for control flow. (Reproduced from Baydin et al. [346])

(and thus gradient-based learning and optimizations), and each can integrate DP into simulator code. Both have
promising applications in physical sciences, which we discuss more in the context of examples below. Further, the Julia
language and ecosystem [353] provides system-wide differentiable programming, motivated by scientific and numerical
computing, with recent Al integrations for deep learning and probabilistic programming.

Automatic differentiation (AD) At the intersection of calculus and programming, AD is the workhorse of DP. AD
involves augmenting the standard computation with the calculation of various derivatives automatically and efficiently
[346]. More precisely, AD performs a non-standard interpretation of a given computer program by replacing the domain
of the variables to incorporate derivative values and redefining the semantics of the operators to propagate derivatives per
the chain rule of differential calculus. AD is not simply non-manual differentiation as the name suggests. Rather, AD as
a technical term refers to a specific family of techniques that compute derivatives through accumulation of values during
code execution to generate numerical derivative evaluations rather than derivative expressions. This allows accurate
evaluation of derivatives at machine precision with only a small constant factor of overhead and ideal asymptotic
efficiency. Availability of general-purpose AD greatly simplifies the DP-based implementation of ML architectures,
simulator codes, and the composition of Al-driven simulation, enabling their expression as regular programs that rely
on the differentiation infrastructure. See Baydin et al. [346] for a thorough overview.
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In the context of simulators, DP, like probabilistic programming, offers ways to exploit advances in ML [1] and provides
an infrastructure to incorporate these into existing scientific computing pipelines. An intriguing approach with many
applications is machine-learned surrogate modeling with scientific simulators and solvers. In Fig. 27 we illustrate
one example of chaining a neural network surrogate with a simulator (as an ODE solver) to solve an inverse problem,
or inferring hidden states or parameters from observations or measurements. DP enables this approach because the
end-to-end differentiable workflow, including both simulation code and ML model, can backpropagate errors and make
updates to model parameters. We discuss this and related methods in depth in the multi-physics and surrogate modeling
motifs, and how all the motifs enable a spectrum of inverse problem solving capabilities.
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Figure 27: A neural network surrogate expressed in sequence with an ODE solver within a differentiable programming
framework, which allows end-to-end learning by backpropagating the output loss through full system. This example
illustrates an inverse problem: given the situation (wind, target) we need to solve for optimal control parameters (angle,
weight) for the physical system (represented by an ODE-based simulator). (Figured inspired by Chris Rackauckas
[354])

Examples

Differentiable pipeline for learning protein structure Computational approaches to protein folding not only seek
to make structure determination faster and less costly (where protein structure is a fundamental need for rational
drug design), but also aim to understand the folding process itself. Prior computational methods aim to build explicit
sequence-to-structure maps that transform raw amino acid sequences into 3D structures [355], either with expensive
molecular dynamics (MD) simulations or “fragment assembly” methods that rely on statistical sampling and a given
template solution. Another category of prior methods are “co-evolution” where multiple sequence alignment is used to
infer geometric couplings based on evolutionary couplings, yet in practice to go from the sequence contact map to a full
3D structure is only reliable 25%-50% of the time [356]. In general there are major shortcomings in the prior work
such as inability to predict structural consequences from slight changes or mutations [357] and inability to work with
de novo sequences [358], not to mention the computational burdens (for example, the prior state-of-art pipeline that
combines template-based modeling and simulation-based sampling takes approximately 20 CPU-hours per structure
[359]). To address the above limitations, AlQuraishi [358] proposes differentiable programming to machine-learn a
model that replaces structure prediction pipelines with differentiable primitives. The approach, illustrated in Fig. 28,
is based on four main ideas: (1) encoding protein sequences using a recurrent neural network, (2) parameterizing
(local) protein structure by torsional angles to enable a model to reason over diverse conformations without violating
their covalent chemistry, (3) coupling local protein structure to its global representation via recurrent geometric units,
and (4) a differentiable loss function to capture deviations between predicted and experimental structures that is used
to optimize the recurrent geometric network (RGN) parameters. Please see the original work for full details [358],
including thorough experiments comparing quantitative and qualitative properties of the DP-based approach (RGN)
versus prior art. One important highlight is the RGN approach is 6-7 orders of magnitude faster than existing structure
prediction pipelines, although there is the upfront cost of training RGN for weeks to months. Beyond results that overall
surpass the prior methods (including performance on novel protein folds), the differentiable structure approach can
be useful towards a bottom-up understanding of systems biology. AlphaFold, the recent breakthrough approach that
surpasses RGN and everything else in the field [360], also exploits autodiff (Fig. 25 but in a deep-learned way that
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doesn’t necessarily improve scientific knowledge of protein folding; more on AlphaFold is mentioned in the Honorable
Mentions subsection later. A learning-based approach, in contrast to a deterministic pipeline, can provide valuable
information towards future experiments and scientific knowledge. In this case of machine-learning protein sequences,
the resulting model learns a low-dimensional representation of protein sequence space, which can then be explored, for
example with search and optimization algorithms we’ve discussed in the open-endedness and multi-physics motifs.
In a standard pipeline (and to a different degree in AlphaFold), this knowledge is obfuscated or not present — the full
domain knowledge must be encoded a priori. The use of simulation intelligence motifs in addition to DP holds great
potential in this area, notably with semi-mechanistic modeling to incorporate experimental and structural data into
integrative multi-scale simulation methods that can model a range of length and time scales involved in drug design and
development [361].
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Figure 28: The recurrent geometric network (RGN) of [358]. The model takes a sequence of amino acids and position-
specific scoring matrices as input and outputs a 3D structure by running three stages: computation (left, blue blocks),
geometry (left, pink blocks), and assessment (right steps). (Original figure from Mohammed AlQuraishi [358])

JAX: DP for physical simulation from molecular dynamics to rigid body motion We’ve highlighted JAX several
times now as a valuable system for utilizing machine learning to improve simulation sciences. One use-case demonstrat-
ing integration of several motifs is the example of building semi-mechanistic surrogate models in the DP framework in
order to accelerate complex computational fluid dynamics (CFD) simulations [18]. Another use-case we alluded to in
Fig, 5 is spanning multiple modeling scales including molecular dynamics (MD). MD is frequently used to simulate
materials to observe how small scale interactions can give rise to complex large-scale phenomenology [45]. Standard
MD packages used across physics simulations (such as HOOMD Blue [362] or LAMMPS [363, 364]) are complicated,
highly specialized pieces of code. Poor abstractions and technical debt make them difficult to use, let alone extend for
advances in accelerated computing and ML — for instance, specialized and duplicated code for running on CPU vs. GPU,
hard-coded physical quantities, and complex manual differentiation code. For these reasons, JAX MD [50] leverages
differentiable programming as well as automatic hardware acceleration (via the compilation scheme in JAX). Several
design choices rooted in functional programming make JAX MD distinct from traditional physics software, and more
capable with autodiff and ML methods: transforming arrays of data, immutable data, and first-class functions. JAX
MD primitives are functions that help define physical simulations, such as “spaces” (dimensions, topology, boundary
conditions) and “interactions” (energy, forces). Higher level functions can then be used to compose simulations of
particles or atoms.

The initial JAX MD work [50] demonstrated training several state-of-art neural networks to model quantum mechanical
energies and forces, specifically to represent silicon atoms in different crystalline phases based on density functional
theory (DFT, the standard first principles approach to electronic structure problems). DFT is prevalent across physics
problems but non-trivial to reliably compute or approximate in practice. In recent years there’s been interest in utilizing
ML to improve DFT approximations, notably towards JAX-DFT [365]. They leverage the differentiable programming
utilities of JAX to integrate the DFT solver equations (i.e., Kohn-Sham equations) directly into neural network training
— that is, leveraging JAX as a physics-informed ML framework. This integration of prior knowledge and machine-
learned physics, the authors suggest, implies rethinking computational physics in this new paradigm: in principle, all
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heuristics in DFT calculations (e.g., initial guess, density update, preconditioning, basis sets) could be learned and
optimized while maintaining rigorous physics [365]. JAX has similarly been leveraged for automated construction of
equivariant layers in deep learning [366], for operating on graphs and point clouds in domains like particle physics
and dynamical systems where symmetries and equivariance are fundamental to the generalization of neural networks —
equivariant neural networks are detailed later in the Discussion section. A more Al-motivated extension of JAX is Brax
[367], a differentiable physics engine for accelerated rigid body simulation and reinforcement learning. Brax trains
locomotion and dexterous manipulation policies with high efficiency by making extensive use of auto-vectorization,
device parallelism, just-in-time compilation, and auto-differentiation primitives of JAX. For similar reasons, JAX has
been leveraged specifically for normalizing flows, a general mechanism for defining expressive probability distributions
by transforming a simple initial density into a more complex one by applying a sequence of invertible transformations
[368, 369]. We touch on normalizing flows more in the Discussion section later.

DiffTaichi: purpose-built DP for highly-efficient physical simulation Taichi [370] is a performance oriented pro-
gramming language for writing simulations, and DiffTaichi [352] augments it with additional automatic differentiation
capabilities. While JAX MD and the various others in the JAX ecosystem can provide physical simulation workflows
out of the box because they’re purpose built for those applications, DiffTaichi is “closer to the metal” for fast simulations
and thus in general better computational performance over JAX. This can be explained by several key language features
required by physical simulation, yet often missing in existing differentiable programming tools:

* Megakernels — The programmer can naturally fuse multiple stages of computation into a single kernel, which is
later differentiated using source code transformations and just-in-time compilation. Compared to mainstream
DP frameworks for deep learning (PyTorch [350] and TensorFlow [349]) which use linear algebra operators,
the megakernels have higher arithmetic intensity and are thus more efficient for physical simulation tasks.

* Imperative parallel programming — DiftTaichi is built in an imperative way for better interfacing with physical
simulations than the functional array programming approach of mainstream deep learning frameworks. First,
this approach helps provide parallel loops, “if” statements and other control flows in a differentiable framework,
which are widely used constructs in physical simulations for common tasks such as handling collisions,
evaluating boundary conditions, and building iterative solvers. Second, traditional physical simulation
programs are written in imperative languages such as Fortran and C++.

e Flexible indexing — The programmer can manipulate array elements via arbitrary indexing, handy for the non
element-wise operations such as numerical stencils and particle-grid interactions that are specific to physical
simulations and not deep learning.

The initial work by Hu et al. [352] explains the design decisions and implementations nicely, along with illustrative
examples in incompressible fluids, elastic objects, and rigid bodies with significant performance gains over comparable
implementations in other DP (and deep learning) frameworks. Nonetheless these are on toy problems and much work
remains to be done in complex real-world settings.

Julia 6 P: differentiable programming as a scientific ML lingua franca Dynamic programming languages such as
Python, R, and Julia are common in both scientific computing and AI/ML for their implementation efficiency, enabling
fast code development and experimentation. Yet there’s a compromise reflected in most systems between convenience
and performance: programmers express high-level logic in a dynamic language while the heavy lifting is done in C/C++
and Fortran. Julia [353], on the other hand, may give the performance of a statically compiled language while providing
interactive, dynamic behavior. The key ingredients of performance are: rich type information, provided to the compiler
naturally by multiple dispatch, code specialization against run-time types, and just-in-time (JIT) compilation using the
LLVM compiler framework [371] — see Bezanson et al. [353] for details.

Potentially resolving the tradeoffs and annoyances of dynamic-static systems that couple Python and C, for example,
Julia is a natural fit for differentiable programming towards scientific ML (not to mention probabilistic programming,
geometric deep learning, and others we’ve touched on). The work by Innes et al. [354] is a DP system that is able to
take gradients of Julia programs, making automatic differentiation a first class language feature. Thus Julia can support
gradient-based learning and program transforms for the SI motifs and deep learning. We detailed several examples
in the multi-physics and surrogate modeling motifs, in particular the Universal Differential Equations (UDE) system
[68] (Fig. 8). Other illustrative examples include differentiable programming for finance, where contract valuation can
be mixed with market simulations and other DP tools like neural networks; accelerated neural differential equations
in financial time series modeling; and end-to-end automatic differentiation of hybrid classical-quantum systems (in
simulation) [354].
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Future directions

In the artificial intelligence field, differentiable programming has been likened to deep learning [372]. This does not
do it justice, as DP can be viewed as a generalization of deep learning. The potential of DP is immense when taken
beyond deep learning to the general case of complex programs — in existing programs taking advantage of the extensive
amount of knowledge embedded within them, and enabling never before possible models and in silico experiments. DP
has the potential to be the lingua franca that can further unite the worlds of scientific computing and machine learning
[68]. The former is largely governed by mechanistic equations and inefficient numerical solvers, and the latter with
data-driven methods that learn high-dimensional spaces. DP provides exciting opportunity at the intersection, as we
explored in the multi-physics motif.

DP tied to ML and simulation presents a relatively new area and there is much to do in both theory and practice. For
the former, it would be valuable to derive techniques for working with non-differentiable functions like ReLU used in
deep learning [373] or with non-smooth functions. It would also be useful to work with approximate reals, rather than
reals, and to seek numerical accuracy theorems. For practical use, particularly in ML, it is important for DP to add
explicit tensor (multi-dimensional array) types with accompanying shape analysis. In general, richer DP languages are
needed to support wide ranges of types and computations — e.g. recursion, or programming with Riemannian manifolds
(to accommodate natural gradient descent). There is also a need to move beyond Python as a host language, with
computation runtimes magnitudes more efficient in Julia, C++ (e.g. DiffTaichi), and close-to-the-metal domain-specific
languages (DSLs, see Fig. 1).

Just as AD is the practical power underlying DP, non-standard interpretation is the fundamental power underlying
AD. Non-standard interpretation poses the question how can I change the semantics of this program to solve another
problem?, the theory and formalism of which could provide rich developments beyond AD.

The Frontier

There are two nascent fields of Al and ML that we suggest have potentially massive upside for advancing simulation
sciences and machine intelligence: open-endedness and machine programming. We now describe these as motifs in the
SI stack.

8. OPEN-ENDED OPTIMIZATION

Open-endedness, or open-ended search, can be defined as any algorithm that can consistently produce novelty or
increases in complexity in its outputs. Such open-endedness is a ubiquitous feature of biological, techno-social, cultural,
and many other complex systems [374]. But its full algorithmic origins remain an open problem [375]. This open-
endedness stands in contrast to most other kinds of optimization which generally seek to minimize loss functions, or
otherwise reduce uncertainty [376, 377]. By instead seeking to increase complexity, open-ended search tends to increase
uncertainty by definition [378]. We believe this is an extremely desirable property in optimization (and intelligence) as
it has proven to be a source of robust behavior, and mechanistic innovation [379] as we will review below.

Open-ended learning algorithms are in general those with characteristics of life-long learning: adaptively and continually
pose new objectives, adapt to environment changes, and avoid pitfalls such as local minima, deceptive loss functions
[380], or catastrophic forgetting [381]. It follows that open-ended optimization is where components of a system
continue to evolve new forms or designs continuously, rather than grinding to a halt when some sort of optimal, iteration
threshold, or stable position is reached [382]. Open-ended optimization also has deep connections to fundamental issues
in computer science. In theoretical analysis it has been shown to produce unbounded complexity, via computational
universality [383] and to deal with learning strategies in non-differentiable spaces [384] contrary to the old belief that
differentiability was fundamental. By these arguments we must embrace computation undecidability and irreducibility
in optimization methods [383], which in turn can lead to practical results, such as candidate explanations for the
emergence of modularity in nature based on a simple storage system [385].

In general at least two major kinds of open-endedness can be distinguished: (1) processes that do not stop, and (2)
processes that do not have specific objectives. It is straightforward to draw the connection to these features and to
evolution. We believe open-ended algorithms, like those we will outline below, must serve as the mechanisms underlying
evolution’s creativity, at multiple levels of abstraction, from the evolution of protein sub-units, to protein networks, to
the development eukaryotic systems, to speciation events, and perhaps the Cambrian explosion [385]. Rasmussen &
Sibani [378] provide useful discussion to this end, by providing a means for disentangling the processes and algorithms
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of optimization and expansion within complex evolutionary processes. We aim to extend these concepts broadly in life
sciences and other domains such as physics and engineering, as alluded to in the methods and examples discussed next.

Examples

Randomness and optimization Randomness is, in a sense, the simplest kind of open-ended search: A random
process does indefinitely continue, and can generate different values which for a time leads to increases in entropy, and
therefore output complexity. But of course for a finite tailed random process, entropy of the samples converges, and
so complexity converges. Nevertheless, the right amount of randomness (or noise) can bump an optimization process
out of local minima, and so aid in improving the optimization [386]. Randomness offers a simple demonstration of
how increasing complexity can later on aid an optimization whose objective is decreasing uncertainty. But, as the
measured entropy of a random process does plateau, it is insufficient for the consistent introduction of complexity over
the lifetime [387].

Some Bayesian optimization (BO) methods are examples of entropy-based search strategies, where acquisition functions
intelligently balance explore-exploit search strategies [388] — recall an acquisition function guides the BO search by
estimating the utility of evaluating the objective function at a given point or parameterization. A useful class of
acquisition functions are information-based, such entropy search [389, 390] and predictive entropy search [391]. Yet
these information-based methods aim to reduce uncertainty in the location of the optimizer, rather than increasing
entropy continuously; BO is a key example of ML-based optimization that is orthogonal to open-endedness. Some
BO strategies, and broadly Monte Carlo sampling, utilize search algorithms based on randomness. Rather, these are
pseudo-random algorithms, such as Sobol sequences [392] and other quasi-Monte Carlo techniques [309, 393, 394].

Deceptive objectives and novelty search Deceptive optimization problems, are defined as problems for which the
global optima appears highly suboptimal over the first few samples, and generally not solved by simple noise injection
[395]. A concrete example of deception can be found by considering an agent in a maze. If the environment provides a
proximity signal to the end of the maze, it would seem such a signal would make the maze trivial. But this is often
not so. Consider that in most mazes an agent must walk away from the objective, for a time (to get around a bend, for
example). In this case the proximity signal becomes a deceptive signal because while it is the optimal policy to follow
the proximity signal overall, for short periods the winning agent must violate this optimal policy.

Stanley and colleagues [380] were the first to suggest that open-ended novelty search, defined as open-ended search
to increase behavioral complexity, is sufficient to overcome deception. This is because the deceptive states are novel
states. Other researchers have gone so far to suggest that novelty and curiosity (discussed below) are sufficiently good
search/exploration algorithms that they can and should be used universally, in place of traditional objective-based
optimization methods [396, 397, 398]. While novelty search does converge, there is early evidence novelty search
interacts with traditional evolutionary algorithms to make evolvability—-modularization and reusability—inevitable [399].

To increase searching efficiency in open-endedness, some efforts combine novelty search with interactive evolution
(IEC), where a human intervenes on the process to guide search [400, 401, 402]. IEC is particularly well suited for
domains or tasks for which it is hard to explicitly define a metric, including when criteria are inherently subjective or
ill-defined (e.g., salience, complexity, naturalism, beauty, and of course open-endedness).

Woolley & Stanley [401] implement novelty-assisted interactive evolutionary computation (NA-IEC) as a human-
computer interaction system, where a human user is asked to select individuals from a population of candidate behaviors
and then apply one of three evolutionary operations: a traditional IEC step (i.e. subjective direction by the human), a
short term novelty search, or a fitness-based optimization. Experiments in a deceptive maze domain show synergistic
effects of augmenting a human-directed search with novelty search: NA-IEC exploration found solutions in fewer
evaluations, at lower complexities, and in significantly less time overall than the fully-automated processes.

Curiosity and self-training artificial systems Developmental artificial intelligence, defined as the invention and use
of training algorithms which force agents to be self-teaching, relies on giving agents a sense of curiosity. Curiosity,
loosely defined as learning for learning’s sake [403], has been difficult to pin down experimentally both in psychological
research [404, 405] and in Al research [406, 407, 408, 409, 410, 411]. That said, there is recent progress toward a
unified mathematical view [396]. Details aside, the broad goal of self-teaching-by-curiosity is to lessen, or remove, the
need for carefully curated datasets which are both expensive to create and often innately and unfairly biased [412, 413].

According to leading practitioners, effective self-teaching [414] requires an agent go about self-generating goals [410],
discovering controllable features in the environment [415], and as a result make causal discoveries [416, 417]. It
also requires agents to learn to avoid catastrophic mistakes [418], and handle environmental non-stationary [387].
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Self-learning inverse models may also prove important [419]; in other words, self-teaching agents must generate
self-organizing long-term developmental trajectories.

Quality-diversity and robustness to unknown in robotic systems The broad goal of quality-diversity (QD) algo-
rithms is to produce a diverse set of high performing solutions to any given optimization problem [420]. Having diverse
potential solutions for Al-driven research and decision making is desirable as it enables the practitioner or downstream
algorithms to be robust in problem solving [420, 421]. In practice, this is done by combining novelty search (or other
open-ended search approaches) and objective-based optimization. One of the most widely used algorithms is known
as MAP-elites, developed by Mouret & Clune [422]. Clune and colleagues use MAP-elites to generate generalizable
action plans in robotic systems [423]. Remarkably though, QD also seems to solve a long-standing problem in robotics
research: adaption to the unexpected [424]. Unlike agents in the natural world, robotic systems which work perfectly
in trained environments, will fail frequently and catastrophically when even small but unexpected changes occur.
They especially struggle when there are changes or damage to their appendages. However, robots trained using QD
methods showed a remarkable ability to recover from the unknown, as well as to purposeful damage inflicted by the
experimenters. In other words, seeking novelty, prioritizing curiosity, and building complexity, prepares agents to
handle the unexpected [425]; open-ended learning and optimization can produce more robust Al agents.

Robotic systems for scientific discovery In addition to creating robust, flexible, and self-training robotics platforms,
open-ended optimization methods have significant future potential for use in directly exploring scientific unknowns. For
instance, Hise and colleagues have produced several objective-based optimization schemes for autonomous chemical
experimentation, including approaches that combine objectives with user-defined preferences (with similar motivations
as NA-IEC) [426], and in BO schemes mentioned above [427]. These are developed in the context of “Materials
Acceleration Platforms” for autonomous experimentation in chemistry [428], where the specific implementations
include he “Chemputer” [429] for organic synthesis (an automated retrosynthesis module is coupled with a synthesis
robot and reaction optimization algorithm) and “Ada” [430] (Autonomous discovery accelerator) for thin-film materials.
We continue discussing open-ended SI systems of this nature in the Integrations section later.

Lifelong machine learning and efficient memory A lifelong learning system is defined as an adaptive algorithm
capable of learning from a continuous stream of information, with such information becoming progressively available
over time and where the number of tasks to be learned are not predefined. In general the main challenge is catastrophic
forgetting, where models tend to forget existing knowledge when learning from new observations [387]. This has
been an active area of research in the neural network community (and connectionist models broadly, such as Hopfield
Networks [431]) for decades, and most recently focused on deep learning. For a comprehensive review refer to Parisi
et al. [432]. Here, in the context of open-endedness, we focus on the interplay of resource limitations and lifelong
(continual) learning.

Memory-based methods write experience to memory to avoid forgetting [433], yet run into obvious issues with fixed
storage capacity. Further, it is non-trivial to predefine appropriate storage without strong assumptions on the data and
tasks, which by definition will evolve in continual learning settings. The open-endedness setting would exacerbate
this issue, as increasing novelty over time would increasingly require writing new knowledge to memory. Central
to an effective memory model is the efficient updating of memory. Methods with learned read and write operations,
such as the differentiable neural computer (DNC) [341], use end-to-end gradient-based learning to simultaneously
train separate neural networks to encode observations, read from the memory, and write to the memory. For continual
learning problem domains, a DNC could hypothetically learn how to select, encode, and compress knowledge for
efficient storage and retrieve it for maximum recall and forward transfer. Design principles for DNC and related external
NN memories [434, 435, 436] are not yet fully understood; DNC is extremely difficult to train in stationary datasets, let
alone in open-ended non-stationary environments[437].

Associative memory architectures can provide insight into how to design efficient memory structures, in particular using
overlapping representations to be space efficient. For example, the Hopfield Network [431, 438] pioneered the idea
of storing patterns in low-energy states in a dynamic system, and Kanerva’s sparse distributed memory (SDR) model
[439], which affords fast reads and writes and dissociates capacity from the dimensionality of input by introducing
addressing into a distributed memory store whose size is independent of the dimension of the data. The influence of
SDR on modern machine learning has led to the Kanerva Machine [440, 441] that replaces NN-memory slot updates
with Bayesian inference, and is naturally compressive and generative. By implementing memory as a generative model,
the Kanerva Machine can remove assumptions of uniform data distributions, and can retrieve unseen patterns from the
memory through sampling, both of which behoove use in open-ended environments. SDR, initially a mathematical
theory of human long-term memory, has additionally influenced architectures derived directly from neocortex studies,
namely Hierarchical Temporal Memory (HTM) [442]. HTM is in a class of generative memory methods that is
more like human and rodent intelligence than the others we’ve mentioned, and implements open-ended learning in
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sparse memory architecture. HTM networks learn time-based sequences in a continuous online fashion using realistic
neuron models that incorporate non-linear active dendrites. HTM relies on SDR as an encoding scheme that allows
simultaneous representation of distinct items with little interference, while still maintaining a large representational
capacity, which has been documented in auditory, visual and somatosensory cortical areas [443]. Leveraging the
mathematical properties of sparsity appears to be a promising direction for continual learning models, and open-ended
machine intelligence overall.

Future directions

Curiosity, novelty, QD, and even memory augmentation algorithms are in practice quite limited in the kinds of
complexity they generate, and all converge rather quickly such that complexity generation will plateau and then end.
This is in striking contrast to even the simplest of biological systems (for example, E. Coli monocultures [378]). And the
approaches for working, short term, and long term memories remain limited compared to the observed characteristics
of their biological counterparts. We seem to be missing some central insight(s); this is a ripe area for extending the
domain of artificial intelligence, where complexity sciences will have significant roles to play [444, 445, 446].

In the field of artificial life (ALife), open-endedness is a crucial concept. ALife is the study of artificial systems which
exhibit the general characteristics of natural living systems. Over decades of research practitioners have developed
several kinds of Alife systems, through synthesis or simulation using computational (software), robotic (hardware),
and/or physicochemical (wetware) means. A central unmet goal of ALife research has been to uncover the algorithm(s)
needed to consistently generate complexity, and novelty, consistent with natural evolution [447]. Discovering and
developing these algorithms would have significant implications in open-endedness and artificial intelligence broadly
[448].

In the context of simulation more generally, a fully implemented open-ended system would mean not only solving
optimization problems as posed by practitioners, but also posing new questions or approaches for practitioners to
themselves consider. We believe this would be revolutionary. It would allow Al systems to leverage their prior expertise
to create new problem formulations, or insights, and eventually, scientific theories. As important as investing in R&D
to build such systems, we need to invest in understanding the ethical implications of this approach to science, and in
monitoring the real-world, downstream effects.
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Figure 29: Left: Overall search space for multi-agent intelligence (black) — more precisely, perfect information games —
and the subsets achieved by humans (purple), AlphaGo [247] (yellow), and AlphaZero [248] (red). Right: Open-ended
search space for science (black), and subsets representing what has been achieved thus far (purple), what is achievable
by humans (yellow), and what is achievable in general (red). (Diagrams are not to scale, inspired by [229].)

9. MACHINE PROGRAMMING
Machine programming (MP) is the automation of software (and potentially hardware) development. Machine pro-

gramming is a general technology, in ways that are quite different than the other simulation intelligence motifs. As
systems based on the simulation intelligence motifs grow in complexity, at some point these systems will necessitate
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automating aspects of software development. Machine programming can understand code across motifs, compose
them into working systems, and then optimize these systems to execute on the underlying hardware — this interaction is
illustrated in Fig. 1 at a high-level. Hence, while MP is not tied to any specific class of SI problems, MP will be integral
as the glue that ties the other motifs together, serving as a bridge to the hardware.

Invention

A\

Intention Adaptation

Figure 30: The “Three Pillars of Machine Programming”: intention, invention, adaptation. Intention is quite literally
to discover the intent of the programmer, and to lift meaning from software. Example sub-domains include program
synthesis and inductive programming, which share territory with the invention pillar, for creating new algorithms and
data structures. Sketch [449], FlashFill [450], and DeepCoder [451] are notable examples, with many others noted in
text and in [452]. The adaptation pillar is for evolving in a changing hardware/software world, and more broadly in
dynamic systems of data, sensors, and people [123] — examples include the DSL “Graphlt” [453] for computing on
graphs of various sizes and structures on various underlying hardware, and “Tiramisu” [454] compiler for dense and
sparse deep learning and data-parallel algorithms. (Figure reproduced from Gottschlich et al. [452])

The term machine programming made its debut in a paper by Gottschlich et al. [452] that defined the MP in terms of
three distinct pillars: (i) intention, (ii) invention, and (iii) adaptation (Fig. 30). Intention is principally concerned with
identifying novel ways and simplifying existing ways for users to express their ideas to a machine. It is also concerned
with lifting meaning (i.e., semantics) from existing software and hardware systems [455, 456, 457]. Invention aims
to construct the higher-order algorithms and data structures that are necessary to fulfill a user’s intention. In many
cases, inventive systems simply fuse existing components together to form a novel solution that fulfills the user’s intent.
However, there are some corner cases, which are likely to become more prevalent in the future, where an inventive
system constructs a truly novel solution not yet been discovered by humans (e.g., Alam et al.’s inventive performance
regression testing system [458] and Li and Malik’s inventive optimization algorithm system [459]). Adaptation takes an
invented high-order program and adapts it to a specific hardware and software system. This is done to ensure certain
quality characteristics are maintained such as correctness, performance, security, maintainability, and so forth.

If trends continue, we anticipate programming languages will become more intentional by design. The byproduct of
such intentionality is that such languages will be capable of more holistic automation of the inventive and adaptive pillars
of MP, while simultaneously achieving super-human levels in key quality characteristics (e.g., software performance,
security, etc.). Early evidence has emerged demonstrating this such as Halide [460], a programming language (more
precisely a domain-specific language embedded in C++) designed for high-performance image and array processing
code on heterogeneous modern hardware (e.g., various CPU and GPU architectures) and operating systems (Linux,
Android, etc.). For example, Halide, in concert with verified lifting, has demonstrably improved the performance of
Adobe Photoshop by a geometric mean of 3.36x for approximately 300 transpiled functions [455]. Moreover, other
forms of intentional communication from humans to machines are already emerging, such as translation from natural
language to programming language and translation of visual diagrams to software programs. Two embodiments of such
systems are GitHub’s Co-Pilot [461] and Ellis et al.’s automated synthesis of code for visual diagrams [462].

In machine programming, there appear to be at least two fundamental approaches for automation. The first is statistical,
which consists of methods from machine learning and probabilistic analysis [458, 463]. The second is rules-based,
which consist of approaches using formal methods that include techniques such as satisfiability solvers (SAT solvers) or
satisfiability modulo theory (SMT) solvers [456, 464] — SAT is concerned with the problem of determining if there
exists an interpretation that satisfies a given Boolean formula, and SMT is a generalization of SAT to more complex
formulas involving real numbers, integers, and/or various data structures in order determine whether a mathematical
formula is satisfiable.
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Figure 31: Illustrating the “bifurcated space” of machine programming, made up of statistical approaches, including
various ML techniques like deep neural networks, and rules-based approaches, which include formal methods,
deterministically reproducible representations, and so forth.

As the field of MP matures, we are already seeing an emergence of systems that consist of both statistical and rules-
based elements. A concrete example of this is Solar-Lezama et al.’s work fusing formal sketching techniques (where
a program sketch is the schematic outline of a full program) with deep neural networks to improve computational
tractability [449]. Another example is the Machine Inferred Code Similarity (MISIM) system by Ye et al., an automated
engine for quantifying the semantic similarity between two pieces of code, which uses a deterministic and configurable
context-aware semantics structure (CASS) in conjunction with a learned similarity scoring system driven by a Siamese
deep neural network with an extensible neural back-end [465].

The Department of Energy’s 2020 report on Synthesis for Scientific Computing [466] provides an overview of where
and how MP can have significant impact for scientific programming. In general, the consortium of experts anticipate
increases in productivity of scientific programming by orders of magnitude by making all parts of the software
life cycle more efficient, including reducing the time spent tracking down software quality defects, such as those
concerned with correctness, performance, security, and portability [467, 468]. It is also believed that MP will enable
scientists, engineers, technicians, and students to produce and maintain high quality software as part of their problem-
solving process without requiring specialized software development skills, which today creates several choke points in
organizations of researchers and engineers in many disconnected capacities.

Future directions

One of the core directions the field of MP is heading towards is intentional programming. Intentional programming is
principally concerned with separating the intention of the program from the components that are used to realize that
intention. A critical reason for this separation of concerns is that it tends to enable the machine to more exhaustively
explore the inventive and adaptive components of software development — the programmer focuses on supplying the
core ideas, while the machine handles the other two MP pillars, invention and adaptation.

A concrete embodiment of this is seen in the Halide programming language. Halide was designed with two primary
components for two different types of programmers: (i) an algorithmic DSL for domain experts and (ii) the scheduling
component for programmers with a deep understanding of building optimal software for a given hardware target. Due
to the separation of the algorithm and schedule, the Halide team was able to automate the scheduling component to
automatically extract performance. This is currently done using the Halide auto-scheduler using a learned cost model,
which can synthesize more performant software (in the form of code, not neural networks) than the best humans it was
pit against, which includes those individuals who developed the language itself [460].

We anticipate the field of MP to help accelerate the development and deployment of the SI stack. Referring back to
the SI operating system conceptualization in Fig. 1, without MP one can imagine bottom-up constraints on the types
of data structures and algorithms that can be implemented above the hardware layers This is not unlike a “hardware
lottery”, where a research idea or technology succeeds and trumps others because it is suited to the available software
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and hardware, not necessarily because it is superior to alternative directions [469]. Historically this has been decisive in
the paths pursued by the largely disconnected hardware, systems, and algorithms communities; the past decade provides
an industry-shaping example with the marriage of deep learning and GPUs. The various mechanisms of MP, however,
provide opportunity to mitigate such hardware lottery effects for SI, and broadly in the Al and software fields. With MP
in the SI operating system, as a motif that interfaces hardware and software, the integration of SI motifs can become
far more efficient (auto HW-SW optimizations and codesign), robust (less prone to human and stochastic errors), and
scalable (flexibly deployable modules from HPC to the edge).

Simulation Intelligence Themes

We first discuss several common themes throughout the SI motifs, namely the utility of the motifs for solving inverse
problems, the advantages (and scientific necessities) of implementing uncertainty-aware motif methods, synergies
of human-machine teaming, and additional value to be realized from integrating motifs in new ways. Each of these
themes may prove significant in the development of SI-based scientific methods. The discussion then continues to cover
important elements for SI in practice, critically the data engineering and high-performance computing elements of SI at
scale.

INVERSE-PROBLEM SOLVING

Sensor
domain
Direct image Iterative image Deep image
reconstruction reconstruction reconstruction
Mathematical Numerical Learnt
inversion inversion inversion
Image
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Figure 32: Three types of tomographic reconstruction methods as inverse problem-solving (orange). With direct
or analytic reconstruction, a mathematical inverse of the forward transform is used to compute images from sensor
data. In iterative reconstruction, the current image estimate is iteratively updated such that its forward transform
gradually approaches the sensor data. In deep tomographic reconstruction, the inversion does not need to rely on any
explicit transform model but is learnt from representative big data. (Original figure credit: Molly Freimuth (CT image);
Christopher Hardy (mR image); Dawn Fessett (ultrasound image) [470]). Examples of inverse problem-solving in other
areas such as cell and molecular biology can be found in[471].

An inverse problem is one of inferring hidden states or parameters from observations or measurements. If the forward
simulation (or data-generation) process is z — ¥y, we seek to infer x given y. In scientific settings, an inverse
problem is the process of calculating from observations the causal factors that produced them. One typical example is
computational image reconstruction, including MRI reconstruction, CT tomographic reconstruction, etc., as shown
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in Fig. 32. Most reconstruction methods could be classified as direct, analytical, or iterative reconstruction [470].
Based on the knowledge and information, a forward model can be derived to predict data given an underlying objective,
either a simulation model or a mathematical/physical model[471]. The reconstruction is addressed by computing
the mathematical inverse of the forward model via nonlinear programming and optimization with regularization.
Recently, deep learning based approaches provide a more promising way to inverse problem solving when conventional
mathematical inversion is challenging: Rather than relying entirely on an accurate physics or mathematical model, the
new data-driven machine learning methods can leverage large datasets to learn the inverse mapping end-to-end.
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Figure 33: In many domains we can realize efficient inverse design brought about by simulation and AI technologies.
This example schematic shows the current material discovery paradigm (here for organic redox flow batteries [472])
versus a closed-loop, inverse design counterpart in silico that maximizes efficiency and minimizes in situ resource-
utilization.

Beyond the classic inverse problems, such as image reconstruction, inverse scattering, and computed tomography,
much recent effort has been dedicated to the design of new materials and devices, and to the discovery of novel
molecular, crystal, and protein structures via an inverse process. This can be described as a problem of inverse design:
discovering the optimal structures or parameters of a design based on the desired functional characteristics — for example,
computational inverse design approaches are finding many use-cases in optimizing nanophotonics [473, 474, 475],
crystal structures [476, 477, 478, 479] and molecular biology[471]. Fig. 33 illustrates an example of how inverse design
cycles can replace the existing, deductive paradigm that can be expensive and inefficient, and yield suboptimal solutions.
In vast, complex spaces like materials science, inverse design can yield de novo molecules, foreshadowing what could
be an SI-driven, inductive scientific method.

Inverse design differing from conventional inverse problems poses several unique challenges in scientific exploration.
First, the forward operator is not explicitly known. In many cases, the forward operator is modeled by first-principles
calculations, including molecular dynamics and density functional theory (DFT). This challenge makes inverse design
intractable to leverage recent advances in solving inverse problems, such as MRI reconstruction [470], implanting on
images through generative models with large datasets [480]. Second, the search space is often intractably large. For
example, small drug-like molecules have been estimated to contain between 10?2 to 10%° unique cases [481], while
solid materials have an even larger space. This challenge results in obvious obstacles for using global search, such as
Bayesian optimization [482], evolutionary strategies [483, 484, 485], or Bayesian inference via Markov Chain Monte
Carlo (MCMC), since either method is prohibitively slow for high-dimensional inverse problems. Third, we encounter
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multi-modal solutions with one-to-many mapping. In other words, there are multiple solutions that match the desirable
property. This issue leads to difficulties in pursuing all possible solutions through gradient-based optimization, which
converges to a single deterministic solution and is easy trapped into local minima. Probabilistic inference also has
limitations in approximating the complex posterior, which may cause the simple point estimates (e.g., maximum a
posterior (MAP)) to have misleading solutions [486]. Generally speaking, inverse design methods include Bayesian and
variational approaches, deep generative models, invertible learning, and surrogate-based optimization.

Bayesian and variational approaches. From the inference perspective, solving inverse design problems can be achieved
by estimating the full posterior distributions of the parameters conditioned on a target property. Bayesian methods,
such as approximate Bayesian computing [487], are ideal choices to model the conditional posterior but this idea still
encounters various computational challenges in high-dimensional cases. An alternative choice is variational approaches,
e.g., conditional GANs [488] and conditional VAE [489], which enable the efficient approximation of the true posterior
by learning the transformation between latent variables and parameter variables. However, the direct application of both
conditional generative models for inverse design is challenging because a large number of data is typically required
[490].

Deep generative models. Many recent efforts have been made on solving inverse problems via deep generative models
[480, 486, 491, 492, 493, 494, 495]. For example, Asim et al. [480] focuses on producing a point estimate motivated
by the MAP formulation and [491] aims at studying the full distributional recovery via variational inference. A
follow-up study from [492] is to study image inverse problems with a normalizing flow prior which is achieved by
proposing a formulation that views the solution as the maximum a posteriori estimate of the image conditioned on
the measurements. For MRI or implanting on images, strong baseline methods exist that benefit from explicit forward
operator [480, 486, 4941].

Surrogate-based optimization. Another way is to build a neural network surrogate and then conduct surrogate-based
optimization via gradient descent. This is more common in scientific and engineering applications [496, 497, 498, 499,
500], specifically for the inverse design purpose. The core challenge is that the forward model is often time-consuming
so a faster surrogate enables an intractable search. A recent study in the scope of surrogate-based optimization is the
neural-adjoint (NA) method [501] which directly searches the global space via gradient descent starting from random
initialization, such that a large number of interactions are required to converge and its solutions are easily trapped in the
local minima [502]. Although the neural-adjoint method boosts the performance by down selecting the top solutions
from multiple starts, the computational cost is significantly higher, especially for high-dimensional problems [503].

Invertible models and learning. Flow-based models [368, 504, 505, 506, 507, 508], may offer a promising direction
to infer the posterior by training on invertible architectures. Some recent studies have leveraged this unique property
of invertible models to address several challenges in solving inverse problems [509, 510, 511]. However, these
existing inverse model approaches suffer from limitations [501] in fully exploring the parameter space, leading to
missed potential solutions, and fail to precisely localize the optimal solutions due to noisy solutions and inductive
errors, specifically in materials design problems [512]. To address this challenge, Zhang et al. [513] propose a novel
approach to accelerate the inverse design process by leveraging probabilistic inference from deep invertible models
and deterministic optimization via gradient descent. Given a target property, the learned invertible model provides a
posterior over the parameter space; they identify these posterior samples as an intelligent prior initialization which
enables us to narrow down the search space. Then a gradient descent is performed to calibrate the inverse solutions
within a local region. Meanwhile, a space-filling sampling [514] is imposed on the latent space to better explore and
capture all possible solutions. More discussion on flow-based models follows in the context of “honorable mention
motifs” later in this section.

Across sciences one can consider the simulation as implicitly defining the distribution p(X, Z|y), where X refers
to the observed data, Z are unobserved latent variables that take on random values inside the simulation, and y are
parameters of the forward model. As we’ve suggested, there exist many use-cases and workflows for the inverse,
where one wishes to infer Z or y from the observations X = z. The inverse design loop in Fig. 33 represents a
class of this problem in a practical application. In many cases it is possible the solution to the inverse problem is
ill-posed [515]: small changes in observed outputs lead to large changes in the estimate, implying the inverse problem
solver will have high variance. For this reason, and to meet the needs of scientific applications in general, we often
require uncertainty quantification, specifically given limited datasets [516, 517, 518] from high-fidelity simulations or
experiments. Moreover, to fully assess the diversity of possible inverse solutions for a given measurement, an inverse
solver should be able to estimate the complete posterior of the parameters (conditioned on an observation). This makes it
possible to quantify uncertainty, reveal multi-modal distributions, and identify degenerate and unrecoverable parameters
— all highly relevant for applications in science and engineering [519]. The challenge of inverse problems is also key
in the context of causal discovery in science. In[445, 471], a framework connecting these challenges, requiring the
parallel simulation of a large number of computable programs, based on the foundations of algorithmic probability, is

53



introduced as capable of producing generative models and used as the foundation of a model-driven approach to inverse
problems.

UNCERTAINTY REASONING

How to design a reliable system from unreliable components has been a guiding question in the fields of computing and
intelligence [520]. In the case of simulators and Al systems, we aim to build reliable systems with myriad unreliable
components: noisy and faulty sensors, human and Al error, unknown or incomplete material properties, boundary
conditions, and so on. There is thus significant value to quantifying the myriad uncertainties, propagating them
throughout a system, and arriving at a notion or measure of reliability.

Many of the recommended methods for each motif are in the class of probabilistic ML, first and foremost probabilistic
programming, which naturally represents and manipulates uncertainty about models and predictions [27]. Probabilistic
ML encompasses Bayesian methods that use probabilities to represent aleatoric uncertainty, measuring the noise
inherent in the observations, and epistemic uncertainty[521], accounting for uncertainty in the model itself (i.e.,
capturing our ignorance about which model generated the data). For example, Zhu & Zabaras [522] develop a
probabilistic encoder-decoder neural network in order to quantify the predictive uncertainty in fluid dynamics surrogate
models, and recent extensions to physics-informed ML methods aim to implement Bayesian counterparts, such as
Bayesian Neural ODE [523] and Bayesian PINN [44] — interestingly, some findings suggest that typical NN uncertainty
estimation methods such as MC-dropout [524] do not work well with PDEs, which is counter to other PINN uncertainty
quantification work [36], implying there is still much work to be done in this area. Gaussian processes, on the other hand,
used in the same physics-modeling and emulation scenarios quantify aleatoric and epistemic uncertainties naturally
[82].

Probabilistic numerics [43, 525] is a highly relevant class of methods that provide statistical treatment of the errors
and/or approximations that are made en route to the output of deterministic numerical methods, such as the approx-
imation of an integral by quadrature, or the discretized solution of an ordinary or partial differential equation [526].
The many numerical algorithms we’ve discussed in this paper estimate quantities not directly computable by using
the results of more readily available computations, and the probabilistic numeric viewpoint provides a principled way
to manage the parameters of such numerical computations. By comparison, epistemic uncertainty arises from the
setup of the computation rather than the computation itself, and aleatory is concerned with the data. Hennig et al. [43]
describe this class of methods in detail, along with practical uses such as Bayesian quadrature in astronomy. The more
recent overview by Oates & Sullivan [526] provides more context, not to mention the suggestion that probabilistic
programming will be critical for integration of probabilistic numerics theory and software, as well as enabling the tools
from functional programming and category theory to be exploited in order to automatically compile codes built from
probabilistic numerical methods (e.g., Ref. [527]).

In nearly all experimental sciences at all scales, from particle physics to cosmology, an important use of machine
learning and simulation is to generate samples of labeled training data. For example, in particle physics, when the target
y refers to a particle type, particular scattering process, or parameter appearing in the fundamental theory, it can often
be specified directly in the simulation code so that the simulation directly samples X ~ p(-|y) [515]. In some cases
this may not be feasible in the simulation code, but the simulation may provide samples (X, Z) ~ p(-), where Z are
latent variables that describe what happened inside the simulation, but which are not observable in an actual experiment.
Either case enables the researchers to generate accurate labeled training data. Yet while the data-generating simulator
has high fidelity, the simulation itself has free parameters to be tuned and residual uncertainties in the simulation must be
taken into account in downstream tasks. Comprehensively quantifying uncertainties in data-generators and simulators
in general remains an area of active research — notably it must be interdisciplinary, as the uncertainty measures for ML
do not necessarily suffice for physical sciences, and vice versa.

We have implied that development of robust Al and simulation systems require careful consideration of dynamic
combinations of data, software, hardware, and people [123]. Al and simulation systems in sciences and decision-making
often construct human-machine teams and other variations of cooperative Al [244], where it is valuable to calculate the
various uncertainties in communications between combinations of humans, machines, agents, and sources of data and
information broadly. Uncertainty-aware cooperative Al is a relatively new area of research, which we touch on more in
the human-machine teaming section.

An additional direction for our work on uncertainty reasoning is to investigate how the motifs provide more powerful
uncertainty methods than currently used in probabilistic ML, for instance the use of differentiable programming
(more specifically autodiff) towards automatic uncertainty quantification. Models built in probabilistic programming
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frameworks are particularly useful because not only is uncertainty quantification trivial, the modeler is able to encode
their expected uncertainties in the form of priors. Modern neural networks, on the other hand, are often miscalibrated
(in the sense that their predictions are typically overconfident) due to ignoring epistemic uncertainty: NNs are typically
underspecified by the data and thus can represent many different models that are consistent with the observations.
Uncertainty estimation methods for NNs exist, although some research has demonstrated difficulties in translating these
methods to physics-informed ML use-cases [44]. One promising direction is uncertainty-driven open-ended search. We
have described the future benefits in optimization settings, and also suggest these same methods may be key in the
hypothesis-generation part of automating the scientific method — Kitano [229] describes these pursuits — and helping
shape new scientific methods (for instance, built on principles of uncertainty and complexity, rather than falsifiability).

INTEGRATIONS

Throughout this paper we’ve suggested there’s significant and valuable overlap between the module motifs. For
instance, the use of multi-scale and agent-based modeling in applications such as systems biology and sociopolitics, the
use of physics-infused ML for building surrogate models in multi-physics scenarios, using simulation-based causal
discovery in agent-based network models, and more. We’ve also discussed some of the many ways that engine motifs
integrate with and enable the module motifs. For instance, probabilistic programming languages (PPL) provide useful
representations for multi-modal multi-scale simulation [290], agent-based modeling [528], semi-mechanistic modeling
[309], and causal inference [529]. Another type of integration would be using probabilistic programs within the broader
workflow of a module motif: e.g., within simulation-based inference (not to mention “human-machine inference”
broadly) as shown in Fig. 10, or in scenarios for open-endedness. Same goes for the other engine motif, differentiable
programming: Semi-mechanistic modeling, which is critical in multi-physics simulation amongst other scenarios, is
only useful because of differentiable programming. And as we explained earlier, differentiable programming is a
generalization of deep learning, and these neural network methods play significant roles in many motifs and workflows,
e.g. multi-physics and inverse design, respectively. Not to mention, at the engine level, consider that a common
approach for implementing PPL is embedding stochastic macros within existing languages such as Python or C++, and
utilizing automatic differentiation features from differentiable programming. And there are valuable implications for
leveraging both in the development of machine programming and open-endedness: for instance, auto-differentiating
software to better enable learning and optimization in intentional programming, and utilizing PPL for readily encoding
and tuning priors into probabilistic generative models in open-ended environments, respectively. Naturally, both
machine programming and open-endedness will make heavy use of the module motifs such as causal discovery, ABM,
multi-physics and multi-scale modeling.

The Nine Motifs of Simulation Intelligence (SI) are useful independently, yet when integrated they can provide synergies
for advanced and accelerated science and intelligence. It is through these motif synergies that human-machine teams
and Al agents can broaden the scientific method and potentially expand the space of achievable knowledge (Fig. 29).
Implementation and some integration of the methods in existing machine learning frameworks and programming
languages is doable, especially with growing ecosystems around frameworks based on autodiff and vector operations
(notably PyTorch [350] and Tensorflow [349]), as well as probabilistic programming systems at multiple levels of
abstraction (such as high-level Pyro [530] and PyMC3 [531] based on Python, and lower level Gen [532] based on
Julia [353]). For future work, we aim to develop a more purpose-build framework for integrating the motifs. It would
be advantageous to use a functional paradigm where models are represented (implicitly or explicitly) as functions;
in homage to Pearl, functions could be pi functions (generative direction), lambda functions (inference direction), or
coupled pairs of pi and lambda functions. Functional representations lend naturally to composition, abstraction, and
multi-scale reasoning, and SI methods work by analyzing these functions. Such a framework would bring multiple
motifs together by composing these analyses — e.g. probabilistic programming, multi-scale physics, differentiable
programming, and causal discovery used together in a principled way in the same application. In general this can
provide a unifying framework for machine intelligence, enabling the integration of our best methods for learning and
reasoning.

Next we highlight several more motif integrations, amongst the many synergies through the SI stack to further develop:

Causal reasoning with probabilistic programs The execution of a simulator results in one or more simulation traces,
which represent various paths of traversing the state space given the underlying data-generating model, which is not
unlike the execution traces resulting from probabilistic programming inference. Formalizing the sequence of simulator
states as a sequence of (probabilistic) steps, we can define a trace-based definition of causal dependency, which we
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introduce in an example below. With a simulator that produces a full posterior over the space of traces, as in probabilistic
programming, we can attempt to draw causal conclusions with causal inference and discovery algorithms.

As alluded to in the probabilistic programming motif, the abstractions of probabilistic programming languages (PPL)
provide ample opportunity to integrate the mathematics of causality with machine learning, which thus far has been
non-trivial to say the least [199, 384]. There are several non mutually exclusive ways we suggest viewing this integration:

1. A probabilistic program is fundamentally a simulator that represents the data-generating process. As mentioned
above, to address causal queries we must know something about the data generation process. A promising
approach is to build a probabilistic program in Box’s model-inference-criticism-repeat loop [533] to arrive at
a model that robustly represents the true data generating process, and use this data generator to infer causal
relationships in the system — see Fig. 14. Said another way, one can conceptualize a structural causal model
as a program for generating a distribution from independent noise variables through a sequence of formal
instructions [202], which also describes a probabilistic program. The Omega PPL is a newer framework that
provides initial steps towards this type of causal interpretation [534]. A resource-bounded approach to generate
computable models was also introduced in the context of algorithmic information dynamics[445] leading to
large sets of generative models sorted by algorithmic likeliness.

2. PPL by definition must provide the ability to draw values at random from distributions, and the ability
to condition values of variables in a program via observations [288]. These two constructs are typically
implemented within a functional or imperative host language as sample and observe macros, respectively.
Similarly, one can readily implement the do-operator from the aforementioned do-calculus of causality
[216, 217], to force a variable to take a certain value or distribution. This allows simulating from interventional
distributions, provided the structural causal model (including the governing equations) is known. Witty et
al. [535] have provided intriguing work in this direction, although limited both in expressiveness and scope —
more development in robust PPL is needed. In general, via do-calculus or otherwise, the abstractions of PPL
enable interventions, notably in the context of PPL-based simulators: the simulation state is fully observable,
proceeds in discrete time steps [292], and can be manipulated such that arbitrary events can be prevented from
occurring while the simulation is running.

3. PPL provide the mechanisms to easily distinguish intervention from observational inference, and thus imple-
ment counterfactual reasoning. A counterfactual query asks “what-if”’: what would have been the outcome had
I changed an input? More formally: what would have happened in the posterior representation of a world
(given observations) if in that posterior world one or more things had been forced to change? This is different
from observational inference as it (1) fixes the context of the model to a “posterior world” using observational
inference, but (2) then intervenes on one or more variables in that world by forcing each of them to take a value
specified by the programmer or user. Interventions in the “posterior” world can cause variables — previously
observed or otherwise — to take new values (i.e., “counter” to their observed value, or their distribution). Thus
for counterfactual reasoning, we build a probabilistic program that combines both conditioning and causal
interventions to represent counterfactual queries such as given that X is true, what if Y were the case? Recent
extensions to the Omega language mentioned above aim to provide counterfactual queries via probabilistic
programming, again with a version of Pearl’s do-operator [536].

Causal surrogates and physics-infused learning Similar to the perspective that a probabilistic program encodes a
causal data-generating process, one can view a system of differential equations as encoding causal mechanisms of
physical systems. To be more precise, consider the system of differential equations dx/dt = g(x) where z, x(0) = z,
and g(z) := nonlinearity. The Picard-Lindel6f theorem [537] states there is a unique solution as long as ¢ is Lipschitz,
implying that the immediate future of = is implied by its past values. With the Euler method we can express this in
terms of infinitesimal differentials: x(t 4 t) = x(¢) + dtg(z). This represents a causal interpretation of the original
differential equation, as one can determine which entries of the vector x(¢) cause the future of others x(¢ + dt) [210].
A generalization of this approach in the context of algorithmic probability covers all computable functions including
differential equations and mathematical models [445]. And in [384], it was shown that differentiability is not needed to
perform an effective search optimization. The implication is then the algorithmic or physics-infused ML methods we
discussed can represent the causal dynamics of physical systems, whereas neural networks fundamentally cannot, and
differentiability is not the essential feature believed to allow neural networks to minimize loss functions — see Table
1, and also Mooij et al. [538] for a formal link between physical models and structural causal models. This provides
theoretical grounding that algorithmic and physics-infused ML can be used as causal surrogate models which are a
more accurate representation of the true causal (physical) processes than universal function approximators (including
physics-informed neural networks). This insight also suggests that using algorithmic physics-infused surrogates may
provide grounded counterfactual reasoning. We highlight several specific approaches:
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Continuous-time neural networks are a class of deep learning models with their hidden states being represented by
ordinary differential equations (ODEs) [539]. Compared to discretized deep models, continuous-time deep models can
enable approximation of functions classes otherwise not possible to generate — notably the Neural ODE [78] which
showed CTNN can perform adaptive computations through continuous vector fields realized by advanced ODE solvers.
Vorbach et al. [540] investigate various CT network formulations and conditions in search of causal models. The
popular Neural ODEs do not satisfy the requisite conditions for causal modeling simply because the can’t account
for interventions; the trained Neural ODE statistical model can predict in i.i.d. settings and learn from data, but it
cannot predict under distribution shifts nor implicit/explicit interventions. Further, Neural ODEs cannot be used for
counterfactual queries [538], which naturally follows from the causal hierarchy discussed previously (see Fig. 13).
Liquid time-constant networks (LTCs) [541] do satisfy the properties of a causal model: The uniqueness of their
solution and their ability to capture interventions make their forward- and backward- mode causal. Therefore, they can
impose inductive biases on their architectures to learn robust and causal representations [542]. By this logic, we suggest
UDE:s can also be used as causal models of physical systems and processes. We also suggest the use of these “causal”
models in practice may be more elusive than structural causal models that make assumptions and confounders explicit
(whereas these NN-based approaches do not).

Physics-infused Gaussian processes in causal discovery — Earlier we described a “active causal discovery” approach
where an agent iteratively selects experiments (or targeted interventions) that are maximally informative about the
underlying causal structure of the system under study. The Bayesian approach to this sequential process can leverage a
Gaussian process (GP) surrogate model, effectively implementing a special case of Bayesian optimization. The use of
a physics-infused GP can provide robustness in the sense that the physical process being simulated is grounded as a
causal surrogate — i.e., encoding causal mechanisms of said physical system — rather than a nonparametric function
approximator. The several physics-infused GP methods we highlighted are Numerical GPs that have covariance
functions resulting from temporal discretization of time-dependent partial differential equations (PDEs) which describe
the physics [28, 29], modified Matérn GPs that can be defined to represent the solution to stochastic partial differential
equations [30] and extend to Riemannian manifolds to fit more complex geometries [31], and the physics-informed
basis-function GP that derives a GP kernel directly from the physical model [32].

Algorithmic Information Dynamics (AID) [543] is an algorithmic probabilistic framework for causal discovery and
causal analysis. It enables a numerical solution to inverse problems based on (or motivated by) principles of algorithmic
probability. AID studies dynamical systems in software space where all possible computable models can be found or
approximated under the assumption that discrete longitudinal data such as particle orbits in state and phase space can
approximate continuous systems by Turing-computable means. AID combines perturbation analysis and algorithmic
information theory to guide a search for sets of models compatible with observations, and to precompute and exploit
those models as testable generative mechanisms and causal first principles underlying data and processes.

Multi-fidelity simulation of electron paths for chemical reactions In an earlier example of differentiable and proba-
bilistic programming we introduced how generative modeling in molecular synthesis can help mitigate inefficiencies in
the standard design-make-test-analyze molecular discovery process. In that specific method we assumed a “reaction
outcome predictor” exists [319]. That ability, to reliably predict the products of chemical reactions, is of central
importance to the manufacture of medicines and materials, and to understand many processes in molecular biology. In
theory all chemical reactions can be described by the stepwise rearrangement of electrons in molecules [544]. In practice
this sequence of bond-making and breaking is known as the reaction mechanism, which can be described as several
levels of abstraction (corresponding do multiple spatial scales) [545]: computationally expensive quantum-mechanical
simulations of the electronic structure at the lowest level, and rules-based methods for transforming reactant molecules
to products in a single step that is often far too simplifying. A conceptual abstraction in the middle of these levels is
used by chemists in practice: a qualitative model of quantum chemistry called arrow pushing, or sequences of arrows
which indicate the path of electrons throughout molecular graphs [544]. Bradshaw et al. aim to leverage the domain
knowledge embedded in arrow-pushing diagrams to machine-learn the mechanism predictions — in contrast to other
ML approaches for directly predicting the products of chemical reactions [546, 547, 548, 549, 550]. Much like the
interpretability the emerges from causal structural models versus purely data-driven ones, the resulting mechanism
models are more interpretable than product prediction models.

The aim of their approach is to describe the problem of predicting outcomes of chemical reactions — i.e., identifying
candidate products, given a particular set of reactants - as a generative process which simulates arrow-pushing diagrams
conditional on the reactant set. The generative modeling approach comes in handy with the next “choice” of atom
in the sequence, which is something domain-expert humans have essentially zero intuition about. Since this would
simulate a mechanism, even though it is an approximate one, it is useful as a predictive model which does more than
simply produce an answer (at the very least, the predicted mechanism can function as a type of explanation). The
arrow pushing diagrams are sequences of arrows from atom to atom, which can be viewed as sequentially defining
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Table 1: Expanding on the taxonomy of models in Peters et al. [205] to show characteristics of the most detailed /
structured models (top) to the most data-driven / tabula rasa models (bottom). The former, a mechanistic or physical
model, is usually in terms of differential equations. The latter is often a neural network or other function approximator
that provides little insight beyond modeling associations between epiphenomena. Causal models are in between with
characteristics from both ends (as are the semi-mechanistic models we discussed in the surrogate modeling motif).

conditional distributions over the next atoms (i.e., a discrete distribution over atoms in the reactants), subject to some
simple chemical constraints. The aim is to learn a distribution over model parameters for the probability of a series of
electron actions that transform a set of reactant graphs into product graphs, which can also include graphs of reagents
that aid the reaction process. In the current implementation the generative model is parameterized by a graph neural
network and implemented in the autodiff (deep learning) library PyTorch. However, the well-practiced probabilistic
programmer will recognize the direct analogy between series of conditional distributions and probabilistic programming
inference, in particular sequential Monte Carlo based methods. The implementation in a PPL has notable advantages,
for instance trace-based interpretability: different electron paths can form the same products (see Fig. 34), for instance
due to symmetry, which can be inspected with PPL traces.
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Possible action sequences that all result in same major product

Figure 34: Example showing how different electron paths can form the same products, for instance due to symmetry.
Thus modeling and interpreting the possible electron actions sequences are necessary for reliable evaluation of paths
and prediction of products. The generative modeling approaches described in the text (using GNNs and probabilistic
programming) are effective in overcoming this challenge. (Figure reproduced from Ref. [545])
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With both GNN and probabilistic programming, we can more easily encode the constraints imposed by chemistry. For
GNN, this is the geometric deep learning and equivarience properties we’ve discussed. Both also enable reasoning about
multiple levels of fidelity: instead of simulating reactions at a low-level representation (involving atomic coordinates and
other representations that are not understandable) we can simulate reactions at an intermediate granularity, one which
we know domain experts are already familiar with and trust as an abstraction. Further for probabilistic programming,
this again exemplifies the value of PP for “partially specified” models, which are the rich area between data-driven
(black-box, deep learning) and fully-specified simulators. See the paper [545] for details, which has impressive results
by training on large, unannotated reaction datasets (i.e., learning unsupervised), and further learns chemical properties
it was not explicitly trained on.

SI-based materials acceleration platforms and open-ended search One property to exploit with open-ended search
and optimization is the potential to discover entirely novel solutions, in spaces that otherwise would never have been
explored. For instance, in socioeconomics as a variation on the multi-scale agent-based modeling Al Economist
framework we discussed above — the dynamic optimization scheme suggests an alternative to typical objective-based
convergence criteria (corresponding to Nash equilibria [551] inthe multi-agent setting) and can be extended with
open-ended search algorithms to find non-obvious or even counter-intuitive socioeconomic solutions. A different sector
has been gaining interest in Al and simulation tools to search for de novo solutions, pursuing “materials acceleration
platforms” for autonomous experimentation in chemistry [428]. A fundamental goal of materials science and chemistry
is to learn structure—property relationships and from them to discover de novo materials or molecules with desired
functionalities. Yet the chemical space is estimated to be 10°° organic molecules [552] and the space of materials is
even larger [428]. The traditional approach is based on human expert knowledge and intuition, resulting in a process
that is slow, expensive, biased, and limited to incremental improvements. Even with high-throughput screening (HTS),
the forward search process is limited to predesignated target areas [553]. Inverse design methods can provide significant
efficiency gains [554], representing a key component for the molecule/hypothesis-generation phase of automating the
discovery of chemicals and materials — see Fig. 33. As we described, inverse design focuses on efficient methods to
explore the vast chemical space towards the target region, and fast and accurate methods to predict the properties of a
candidate material along with chemical space exploration [478].

The focus in materials acceleration platforms has thus far been on objective-based optimization schemes for autonomous
chemical experimentation, including approaches that combine objectives with user-defined preferences (with similar
motivations as the NA-IEC approach we described for open-ended search) [426], and in Bayesian optimization schemes
[427]. Specific implementations include he “Chemputer” [429] for organic synthesis (where an automated retrosynthesis
module is coupled with a synthesis robot and reaction optimization algorithm) and “Ada” [430] (Autonomous discovery
accelerator) for thin-film materials (with a purpose-built software package to coordinate researchers with lab equipment
and robots [555]). These operate on closed-loop optimization schemes, which some suggest is a requirement for fully
autonomous discovery systems [428, 555]. It is interesting to explore if open-ended search and optimization methods
can advance these discovery platforms, and how they could be implemented in the environment. In such an expansive
space of molecules, one can leverage open-ended search to not only explore more broadly, but also in ways that increase
uncertainty (and entropy) towards potentially unknown territories that can match target characteristics. We are not yet
aware of work in this direction, and even so it may call for a rethinking of the broader discovery pipeline. That is, the
closed loop setting of current approaches may not support open-ended search in optimal ways. Continual learning
methods may be usable, as the modeling and search algorithms aim to improve on subsequent passes through the cycle,
but that is still very much objective-based and does not allow for exploration with ongoing, targeted increases in entropy.
Perhaps an offline process for open-ended search that is decoupled from the main process is needed, along with some
mechanism for information flow between the two (so the open-ended search can learn from the materials synthesis
process, for example). And to consider integrating robotics with open-endedness would introduce additional challenges
(not to mention risks). One can potentially look to surrogate modeling to alleviate some of the challenges implementing
open-ended search and optimization, but at this point we are well into speculative territory and there is still much
platform engineering and baseline experiments to be done.

It’s straightforward to connect materials acceleration platforms with nearly all the SI motifs, as well as inverse design and
human-machine teaming workflows. For instance, semi-mechanistic modeling can be advantageous for incorporating
domain expert priors into the Al-driven search, and well as physics-infused learning. A significant challenge with
chemical and materials design is the translation of properties towards production scaling, which can potentially be
alleviated with improved multi-scale modeling techniques. With such a massive, complex environment that cannot
possibly be understood by humans, causal modeling and inference can prove valuable for interpreting the solution space
and navigating cause-effect relationships in the overall process.

Inducing physics programs with open-ended learning One would suggest that open-ended methods train in real-
time rather than batches or episodes like mainstream deep learning — online learning could be a requirement of any
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Figure 35: Evolution of the research workflow in computational chemistry (extended from the “3rd generation” graphic
in [51]). The standard paradigm in the first-generation approach is to calculate the physical properties of an input
structure, which is often performed via an approximation to the Schrodinger equation combined with local optimization
of the atomic forces. In the second-generation approach, by using global optimization (for example, an evolutionary
algorithm), an input of chemical composition is mapped to an output that contains predictions of the structure or
ensemble of structures that the combination of elements are likely to adopt. The third-generation approach is to use
machine-learning techniques with the ability to predict composition, structure, and properties provided that sufficient
data are available and an appropriate model is trained. The outdated first and second generations (red outline) are
replaced by the third and fourth generation approaches (blue outline) that excel in efficiency and producing optimal
solutions. We suggest these two vectors — efficiency and optimality — are where SI-based methods can bare fruit. For
efficiency, in practice we see a significant roadblock in the synthesis and scaling steps of new chemicals and materials
— see Fig. 37 — which can be addressed with the integrated, closed loop approaches of SI, such as simulation-based
inference (and “human-machine inference” in Fig. 12), physics-infused learning, causal discovery (Fig. 14), and
inverse problem solving (Fig. 33). This interconnectedness is loosely reflected in the figure with forward-backward
arrows to contrast with the standard forward computational approaches. As for optimality, an overarching goal for
SI is to both expand and intelligently navigate the space of potential solutions. The implementation of open-ended
optimization in this context has exciting prospects. It remains to be seen where and how “quantum learning” (i.e.,
quantum computing, ML, and data) plays a role in this evolution. We discuss quantum learning in the Accelerated
Computation and Honorable Mention sections.

model developed for open-ended use. However, “DreamCoder” [336] provides an interesting counterexample with
“wake-sleep” [556] probabilistic program learning.

DreamCoder is a system that learns to solve problems by writing programs — i.e., a program induction perspective
on learning, where learning a new task amounts to searching for a program that solves it. This perspective provides
a number of advantages: Nonetheless practical use is limited, as applications of program induction require not only
carefully engineered domain-specific language (DSL) with strong biases/priors on the types of programs to find, but
also a search algorithm hand-designed to exploit that DSL for fast inference as the search space is otherwise intractable.
The wake-sleep approach in DreamCoder resolves these issues by learning to learn programs: its learned language
defines a generative model over programs and tasks, where each program solves a particular hypothetical task, and its
inference algorithm (parameterized by a neural network) learns to recognize patterns across tasks in order to best predict
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program components likely to solve any given new task. This approach produces two distinct kinds of domain expertise:
(1) explicit declarative knowledge, in the form of a learned DSL that captures conceptual abstractions common across
tasks in a domain; and (2) implicit procedural knowledge, in the form of a neural network that guides how to use
the learned language to solve new tasks, embodied by a learned domain-specific search strategy [336]. This succinct
description does not do DreamCoder justice, as the paper thoroughly discusses the approach and learned representations,
and presents illustrative examples like that in Fig. 36. The authors show this setup allows learning to scale to new
domains, and to scale within a domain provided there are sufficiently varied training tasks. DreamCoder is open-ended
in the sense that it learns to generate domain knowledge ceaselessly, implements a continual learning algorithm, and
doesn’t have a specific optimization objective. Another important distinction from deep neural networks is the system
is not learning tabula rasa, but rather starting from minimal bases and discovering the vocabularies of functional
programming, vector algebra, and physics.
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Figure 36: Learning a language for physical laws starting with recursive list routines such as map and fold. DreamCoder
observes numerical data from 60 physical laws and relations, and learns concepts from vector algebra (e.g., dot products)
and classical physics (e.g., inverse-square laws). (Original figure from Ellis et al. [336])

Physical computing Here we highlight several promising directions for improving physical computation with the
incorporation of SI methods: optimizing the design of sensors and chips.

ML-enabled intelligent sensor design is the use of inverse design and related machine learning techniques to optimally
design data acquisition hardware with respect to a user-defined cost function or design constraint. Here is a general
outline of the process (motivated by Ballard et al. [557]):

1. Standard engineering practices produce an initial design o, or a randomized initialization of parameters and
spatial configuration (in terms of transduction elements or sensing components, for example).

2. Acquisition of raw sensing data X, y; from the prior a;_1, and data preprocessing and transformations to X
such that the data is amenable to machine learning (e.g., normalized, Gaussian noise, etc.).

3. Train a ML model (typically a neural network or Gaussian process, potentially a probabilistic program) to
output sensing results as g;

4. A cost function J(y;, ;) is used to evaluate the learned model, using the ground-truth sensing information
— here it is useful to develop a problem-specific cost function with physics-informed constraints (see the
multi-physics motif section).

5. The results from step (4) inform a redesign ;41 that consists of adjusting or eliminating the less informa-
tive/useful features, and possibly replacing such features with alternative sensing elements. Ideally one can
use a Bayesian optimization (BO) outer-loop to inform the subsequent design, where the learned NN or GP
serves as the surrogate (as in the surrogate modeling motif). Future work may investigate BO-based neural
architecture search methods (e.g. [115]) applied to sensor components and modules.
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6. Repeat from step (2) forz = 1, .., N, where termination conditions may be the number of budgeted cycles (IV),
convergence on design or outcome, or achieving a down-stream cost function. Depending on the surrogate
model choice and optimization scheme, it may be useful to employ transfer learning techniques to reduce the
data burden of subsequent iterations.

Such an approach can drastically improve the overall performance of a sensor and broader data ingestion/modeling
system, perhaps with non-intuitive design choices. Consider an intriguing example in the field of synthetic biology,
aiming to intelligently design RNA sequences that synthesize and execute a specific molecular sensing task: Angenent
et al. [558] developed a surrogate-based design framework with a neural network trained on RNA sequence-to-function
mappings, resulting in an in silico design framework for engineering RNA molecules as programmable response
elements to target proteins and small molecules. The data-driven approach outperforms the prediction accuracy resulting
from standard thermodynamic and kinetic modeling. In general data-driven, ML-based sensor designs can outperform
“intuitive” designs that are solely based on analytical/theoretical modeling, but there are non-trivial limitations: generally
large, well-characterized training datasets are needed to engineer and select sensing features that can statistically
separate out various inherent noise terms or artifacts from the target signals of interest. Not to mention the the curse of
dimensionality, where the high-dimensional space of training data may drown-out the meaningful correlations to the
target sensing information. See Ballard et al. [557] for more discussion on ML-enabled intelligent sensor design.

ML-based chip design aims to automate and optimize the various processes in designing, fabricating, and validating
computer chips. In particular, recent work has made significant strides in ML-based “chip floorplanning” [559], or
designing the physical layout of a computer chip. This slow, costly process involves placing hypergraphs of circuit
components (such as macros (memory components) and standard cells (logic gates such as NAND, NOR and XOR))
onto chip canvases (two-dimensional grids) so that performance metrics (e.g., power consumption, timing, area, and
wire length) are optimized, while adhering to hard constraints on density and routing congestion. Engineers approach
this manual design task over the course of months per chip layout, where performance evaluation of each design takes
multiple days. Mirhoseini et al. [559] developed an reinforcement learning (RL) approach, not unlike those described
in the agent-based modeling motif, by framing the task as a sequential Markov decision process (MDP) as follows:

* States: hypergraph (as an adjacency matrix), node features (width, height, type), edge features (number of
connections), current node (macro) to be placed, and metadata of the netlist graph (routing allocations, total
number of wires, macros and standard cell clusters).

* Actions: all possible locations (grid cells of the chip canvas) onto which the current macro can be placed
subject to predefined hard constraints on density or blockages.

* Transitions: probability distribution over next states, given a state and an action.

» Rewards: always zero but for the last action, where the reward is a negative weighted sum of proxy wirelength,
congestion, and density. (See the paper for details [559])

A graph convolutional NN is used to learn feature embeddings of the macros and other hypergraph components —
this architecture provides advantageous geometric properties for this design space, which we discuss more in the
“honorable mention motifs” later. The benchmark results of this approach show the generation of chip floorplans that
are comparable or superior to human experts in under six hours, compared to multiple months of manual human effort.
This is a nice practical example of Al-driven knowledge expansion in Fig. 29: the artificial agents approach the problem
with chip placement experience that is magnitudes greater in size and diversity than any human expert.

As alluded to above, this is one step of many in a resource-intensive process of computer chip development. There are
many ways automation and human-machine teaming can potentially optimize and accelerate the process, including
additional ways simulation-Al can advance chip design: for example, the Modulus [19] platform of NN-solvers has been
applied to the problem of design optimization of an FPGA heat sink, a multi-physics problem that can be approached
with multiple parallel ML surrogates (with one NN for the flow field and another NN for the temperature field).

Physical Neural Networks — In the simulation intelligence spirit of minimizing the gaps between the in silico and in situ
worlds, physical neural networks (PNNs) are an intriguing direction for physical learning hardware. That is, PNNs
describe hierarchical physical computations that execute deep neural networks, and trained using backpropagation
through physics components. The approach is enabled by a hybrid physical-digital algorithm called physics-aware
training (PAT), which enables the efficient and accurate execution of the backpropagation algorithm on any sequence of
physical input-output transformations, directly in situ [560]. For a given physical system, PAT is designed to integrate
simulation-based and physical modeling in order to overcome the shortcomings in both. That is, digital models (or
simulations) describing physics are always imperfect, and the physical systems may have noise and other imperfections.
Rather than performing the training solely with the digital model (i.e., gradient-based learning with the simulator),
the physical systems are directly used to compute forward passes, which keep the training on track — one can view
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this as another type of constraint in the physics-infused learning class of methods we discussed earlier. Naturally this
necessitates a differentiable simulator of the physical system, one to be built with differentiable programming and
perhaps additional SI motifs. Wright et al. [560] trained PNNs based on three distinct physical systems (mechanical,
electronic, and optical) to classify images of handwritten digits, amongst other experiments, effectively demonstrating
PAT and the overall physical computing (or physical learning) concept. They also describe in depth the mathematical
foundations of all components of the approach, including the implementation of autodiff for physics-aware training. The
overall approach is very nascent but could expand possibilities for inverse design, such as inverse design of dynamical
engineering systems via backpropagation through physical components and mechanisms. Physical neural networks
may also facilitate cyber-physical simulation environments with a variety of machines and sensor systems, and may
lead to unconventional machine learning hardware that is orders of magnitude faster and more energy efficient than
conventional electronic processors.

HUMAN-MACHINE TEAMING

The stack in Fig. | indicates the motifs and applications interact with people of diverse specialties and use-cases. Not to
mention the human-machine inference methods we’ve described (in simulation-based inference, causal reasoning, and
other motifs) call for human-in-the-loop processes. To this end we define human-machine teaming (HMT) to be the
mutually beneficial coordination of humans and machine intelligence systems (which include Al and ML algorithms
and models, various data and information flows, hardware including compute architecture and sensor arrays, etc.). HMT
overlaps with the more well-established field of human-computer interaction (HCI), which integrates the disciplines of
computer science, cognitive science, and human-factors engineering in order to design technologies that enable humans
to interact with computers in efficient and novel ways."

Common practice in machine learning is to develop and optimize the performance of models in isolation rather than
seeking richer optimizations that consider human-machine teamwork, let alone considering additional human-in-the-
loop challenges affecting model performance, such as changes in policies or data distributions. Existing work in
HMT includes systems that determine when to consult humans, namely when there’s low confidence in predictions
[561, 562, 563], or informing the human annotator which data to label for active learning [564, 565].

HMT research addresses several fundamental issues with applicability across domains of science and intelligence:

* How humans and machines communicate

* How to model the relationship between humans and machines for accomplishing closed feedback loops
* How to quantify and optimize human-machine teamwork

* Machines learning how to best compliment humans [566]

* How human-machine dynamics can influence and evolve the characteristics of errors made by humans and Al
models, especially in continual learning contexts

* How to quantify human-machine uncertainties and predict reliability, especially in the context of broader and
dynamic systems [123]

* How to provide theoretical guarantees for various HMT subclasses (e.g., online optimization of experiments,
active causal discovery, human-machine inference (Fig. 12)), and how to empirically validate them

* How to capture and express the human-machine interactions for a particular application domain — where do
general methods suffice, and where are domain-specific algorithms and interfaces needed?

* Synergistic human-Al systems can be more effective than either alone — we should understand this tradeoff
precisely, which will likely vary in metrics and dimensions depending on the domain and use-case

» Laboratory processes and equipment are currently designed for the traditional, deductive scientific method,
where tools assist human scientists and technicians. Simulation intelligence provides the opportunity to rethink
this human-machine relationship towards new science methods that are inductive, data-driven, and managed
by Al (beyond standard automation).

YWe intentionally use the name “machine” in a general sense, overlapping with and extending beyond HCI, human-Al interaction,
and human-robot interaction. The development of HMT is to include the variety of machines we’ve discussed in this paper, from in
silico agents and algorithms, to in situ nuclear fusion reactors and particle accelerators, and of course the nascent field of machine
programming.
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The standard HMT approach is to first train a model m on data z for predicting y, then m is held fixed when developing
the human-interaction components (and broader computational system) and when training a policy g for querying
the human. One of the more glaring issues with this general approach is the introduction of ¢ can cause the x and y
distributions to shift, resulting in altered behavior from m that necessitates retraining. Joint training approaches could
mitigate this concern, and further provide a more optimal teaming workflow. For instance, Wilder et al. [566] propose
several joint training approaches that consider explicitly the relative strengths of the human and machine. A joint
discriminative approach trains m while learning q end-to-end from features to decisions, and a a new decision-theoretic
approach to additionally construct probabilistic models for both the Al task and the human response. The latter allows a
follow-up step that calculates the expected value of information for querying the human, and joint training optimizes
the utility of the end-to-end system.

In addition to quantifying the value of information in human-machine dynamics, using probabilistic ML methods can
also enable the quantification and propagation of uncertainties in HMT (and overall throughout SI-based workflows for
automating science — Fig. 37). We’ve described candidate methods in the previous section, and here point out another
class of methods for uncertainty estimation in the human-machine coalition setting: Evidential learning maps model
inputs to the parameters of a Dirichlet distribution over outputs (classes), where smaller parameter values represent
less evidence for a class and thus produce a broader distribution representing greater epistemic uncertainty [567, 568].
Evidential learning enjoys a direct mapping to subjective logic, a calculus for probabilities expressed with degrees of
uncertainty where sources of evidence can have varying degrees of trustworthiness [569]. In general, subjective logic is
suitable for modeling and analysing situations where the available information is relatively incomplete and unreliable,
which can be utilized in HMT scenarios for uncertainty-aware logical reasoning. One can extend this to trust calibration,
a valuable yet overlooked factor in many HMT scenarios: automation bias and automation complacency can occur
when humans too readily accept Al or machine outputs. In these cases, humans either replace their own thinking or
judgement, or are less sensitive to the possibility of system malfunctions [570, 571]. Conversely, algorithm aversion
occurs when humans disregard algorithms for lack of trust, despite the algorithms consistently outperforming humans.
In general for feedback systems powered by ML, one cannot simply improve the prediction components and reliably
improve performance. As in control theory, the “Doyle effect” [572, 573] suggests that an improved prediction system
can increase sensitivity to a modeling or data flaw in another part of the engineering pipeline — this certainly holds for
human-in-the-loop ML, and scientific ML pipelines in general.

The HMT concerns are relevant and perhaps exacerbated in the broader perspective of a full workflow like that of Fig.
37, where we illustrate a scientist in the context of a largely autonomous workflow for Al-driven science.

Simulation Intelligence in Practice

The implementation and integration of simulation intelligence in workflows such as this can address the noted issues
in important ways. For instance, the semi-mechanistic modeling and physics-infused learning we shared earlier are
essential in the modeling-understanding phase, and are also critical in the sim-to-real transfer phase(s); we suggest these
need to be integrated in closed-loop ways that coordinate learning and info-sharing between upstream and downstream
phases. The inverse design approaches we presented (such as Fig. 33) could be useful to this end, and inverse problem
solving may prove useful for mitigating losses in the synthesis steps — this is an area of future SI work for us. More
generally it can be advantageous to reshape such workflows from the perspective of SI. For instance, human-machine
inference can in essence replace the left side of the diagram, and SI-based inverse design can flip/rewire much of the
inner modeling-design-synthesis-validation loop. Nonetheless the data and engineering challenges remain non-trivial in
practice, which we discuss next.

Data-intensive science and computing

As we’ve described, scientific datasets are different from the data typically available to ML research communities;
scientific data can be high-dimensional, multi-modal, complex, sparse, noisy and entangled in ways that differ from
image, video, text and speech modalities. Scientific questions often require the combination of data from multiple
sources, including data to be fused from disparate and unknown sources, and across supercomputing facilities. Further,
many science applications where ML and Al can be impactful are characterized by extreme data rates and volumes,
highly diverse and heterogeneous scenarios, extremely low latency requirements, and often environment-specific
security and privacy constraints.
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Figure 37: The Al field largely focuses on modeling and design, which represent only a subset of the Al and data
systems required for highly-autonomous science. Here we show one high-level example for molecule discovery, where
modeling and design must be integrated with various information flows and coordinate with upstream and downstream
tasks such as human-input and material synthesis. Plugging in mainstream Al technologies would not suffice, with
shortcomings noted in red along the workflow phases. Also noted in purple (and green) are corresponding advantages
that SI motifs and methods alternatively bring to the workflow. The additional use of the uncertainty-aware methods we
discussed would improve the reliability of such a system. From this view one can also envision some of the SI data
challenges we describe. For example, the multitude of data consumers and generators in the workflow amplifies the
risks of data inconsistencies and errors, which can be mitigated with proper data versioning and provenance. Further,
provenance and data readiness steps are necessary to ensure reproducibility of the experiment process and results. We
stress this is a simplified workflow that assumes data fusion and synthetic data needs are taken care of, and doesn’t shed
light on the significant data engineering throughout each phase.

For these challenges and more, data processing, engineering, sharing, governance, and so on are essential to scientific
Al and simulation intelligence, which are inherently data-intensive: problems characterized by data volume, velocity,
variety, variability (changes both in the structure of data and their underlying semantics, especially in real-time cases),
and veracity (data sources are uncontrolled and not always trustable) [574]. Admittedly we do not discuss nearly
enough the importance of data in the SI motifs and in simulation sciences broadly — one or more survey papers on this
is warranted. Here we highlight several key concepts and references.

Data challenges and opportunities in merging scientific computation and AI/ML In recent years there have been
numerous reports on data and AI/ML best-practices from various perspectives and fields. Argonne, Oak Ridge, and
Lawrence Berkeley national laboratories have recommended that computational science communities need AI/ML and
massive datasets [213], including the suggestion that a lack of data is by far the largest threat to the dawn of strongly
Al-enabled biology, advocating for advances in synthetic data generation, privacy-preserving ML, and data engineering.
Leaders in the nuclear fusion community collaborate on a set of needs for Al to move the field forward [575], calling
for an industry-wide “fusion data machine learning platform”. NASA perspectives on big data systems for climate
science [576, 577] cover topics such as data ETL (extract-transform-load) in massive multi-tier storage environments,
and the need to discover and reuse data workflows. The National Science Foundation is pushing for domain-inspired Al
architectures and optimization schemes to enable big-data driven discovery [578] across various domain-specific fields
such as chemistry and materials sciences [579, 580], and agriculture [581]. Here we highlight several of the common
themes across those reports, which are data themes shared with simulation intelligence. We also expand on them and
clarify what is meant by concepts such as “ML-ready data” and “open data”:

* Interoperability is one of the tenets of “FAIR” [582], guiding principles that define 15 ways in which data
should be findable, accessible, interoperable, and reusable. In general these are rather straightforward: for
example, to be findable data are assigned a globally unique and persistent identifier, to be reusable data are
released with a clear and accessible data usage license, and so on. Although generally agreed upon, FAIR
is rather high-level and warrants more specific details for the tenets. Double-clicking on interoperable is
particularly important for the data-intensive applications of SI. Data interoperability, as it pertains to AI/ML and
simulation sciences, addresses the ability of computational systems to exchange data with unambiguous, shared
meaning and content. The medical ecosystem is unfortunately emblematic of the main data interoperability
challenges [583] that stymie ML and scientific progress: incompatible standards, isolated and legacy databases,
incompatible systems and proprietary software, inconsistent privacy and security concerns, and datasets that
are inherently difficult to exchange, analyze, and interpret. Many of these interoperability challenges are a
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consequence of business incentives or legal needs. Other problems could be solved by at least a common
ontology and a standardized representation of knowledge within this ontology — for example, the “SyBiOnt”
ontology for applications in synthetic biology design [584], to bring together the collective wealth of existing
biological information in databases and literature. We further suggest that such an ontology should integrate
with a unanimous data lifecycle management framework in that field, where a main value-adds are proper
semantic versioning for datasets and lingua franca amongst stakeholders [123]; more on such frameworks is
mentioned in the readiness entry. When considering distributed computing and HPC (both highly important in
scientific computing and simulation), these challenges can obstruct the sharing and interconnection of data
such that scaling the experiments is infeasible.

Data readiness at one time could have described the preparedness and availability of data for programmer
queries and data science or analytics use. The set of concerns are far more complex and dynamic with ML. And
further, scientific use-cases can impose stricter requirements. Data-readiness describes the successful execution
of the data tasks ahead of modeling: collating, processing, and curating data for the intended use(s). Challenges
include poor and undocumented data collection practices, missing values, inconvenient storage mechanisms,
intellectual property, security and privacy — notice the overlap with the interoperability issues above. To
help overcome these challenges, several frameworks for data readiness have been developed [123, 585, 586].
These provide data handling structure and communication tools for ML practitioners, including required
implementations such as data profiling and quality analyses as a key step before data enters a ML pipeline, and
continuous testing for shifts in the data and environments of deployed models. These frameworks are highly
relevant for SI practitioners and systems as well.

Provenance in scientific workflows is paramount: a data product contains information about the process
and data used to derive the data product, and provenance provides important documentation that is key to
preserving the data, to determining the data’s quality and authorship, and to reproduce as well as validate the
results. These are all important requirements of the scientific process [587]. Several overviews on the topic
point to methods for scientific data provenance as a means of reproducability [587] and integrity [588]. We
suggest including knowledge provenance in this theme, referring to the audit trail, lineage, and pedigree of the
computed information and results. In recent years the ML community has prioritized systems with tools for
versioning datasets and models, which should be embraced by all in scientific computing and simulation, and
extended to versioning of environments and testbeds.

Synthetic data is paramount in scientific simulation and AI/ML. The primary use-case is data generation
to make up for shortcomings in real data: availability, annotation, distribution (variance), representation of
various modes and anomalies, computational constraints, and of course sample size. With the popularity
of data-hungry deep learning in recent years, there have been many works on synthetic data generation for
ML, largely in general computer vision and robotics [589, 590], and also scientific areas such as medical
imaging and clinical records [591, 592, 593], social and economic systems [10, 594], particle physics [595]
and astrophysics [596], and human cognition and behavior [227, 328, 329]. The validation of generated data
against the real environment, and the reliability of subsequent models to perform in said environment, are of
principal importance — Rankin et al. [597], for example, demonstrate the necessary analysis in the context of
medical ML. A variety of statistical methods exist for quantifying the differences in data distributions [598]
(and relatedly for dataset drifts [599]) In some use-cases, domain-specific metrics may be called for, imposing
physics-informed or other environment constraints on the synthetic data [64].

An overarching challenge is the integrated use of synthetic and real datasets. Techniques for “sim-to-real”
transfer learning help ML models train synthetically and deploy with real data [598]. The sim-to-real
perspective of the Al and ML field is largely dominated by simulation testbeds (including video games) for
robotics use-cases. However in scientific use-cases we encounter numerous scenarios where simulated data can
be used as a catalyst in machine-based experiment understanding: generating synthetic diagnostics that enable
the inference of quantities that are not directly measured in machine-based experiments — e.g., extracting
meaningful physics from extremely noisy signals in particle physics, and automatically identifying important
nuclear fusion plasma states and regimes for use in supervised learning. Humphreys et al. [575] refer to this
as one means of “machine learning boosted diagnsotics”, which also includes the systematic integration of
multiple data sources that encompasses the next theme.

Data fusion corresponds to the integration of information acquired from multiple sources (sensors, databases,
manual trials, experiment sites, etc.). Many challenges exist that are highly dependent on the complexity
of application environments and scales of sensors and systems. For example, data imperfections and in-
consistencies due to noise in sensors and environments, the alignment or registration of data from different
sensors or machines with different frames, and more discussed in the data fusion and ML survey by Meng
et al. [600]. With open data, an ongoing challenge is finding true values from conflicting information when
there are a large number of sources, among which some may copy from others [601]. Large-scale computer
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simulations of physical phenomena must be periodically corrected by using additional sources of information,
including snapshots of reality and model forecasts. The fusion of observations into computer models is known
as data assimilation and is extensively used in many areas, such as atmospheric prediction, seismology, and
energy applications. Assimilating multiple sources of information into computer simulations helps maintain an
accurate representation of the evolution of the physical phenomena and promotes realistic long-term prediction.
Yet developing efficient and scalable assimilation algorithms capable of handling complex environments with
nonlinear and non-Gaussian behavior is still an open research area, which is strongly aligned with several SI
research directions we’ve discussed: optimal design of experiments and sensor placement, physics-infused
optimization algorithms, and inverse problem solving.

* Openness — “open science” can be defined as a new approach to the scientific process based on cooperative
work and new ways of diffusing knowledge by using digital technologies and new collaborative tools [602].
Hesitancy to share can come from several places including security restraints, concerns of intellectual property
(IP), and fear of being scooped by other researchers. Openness for data can be thought of as making data
searchable, accessible, flexible, and reusable — open data is thus FAIR data. Open data also invites concerns
with ethics and accountability, in addition to those prevalent in Al and scientific computing broadly. Please
see Hutchinson et al. [603] and references therein for details. We further suggest that practical openness
requires industry or domain specific standards that are agreed upon and adhered to — from appropriate metrics
and storage formats, to procedures for gathering and labeling data — in order to resolve challenges in data
acceptance, sharing, and longevity. These are also essential for multi-source databases, for instance the IDA
(Image and Data Archive, ida.loni.usc.edu) with over 150 neuroimaging studies, most of which collect data
from multiple clinical sites and over several years such that shared, agreed-upon data procedures are necessary
for open data.

Data pipelines and platforms for SI Along with the SI motifs and their integrations that we’ve presented, the
advancement of SI calls for cohesive data platforms that exemplify the above principles. The report on advancing
nuclear fusion with ML research [575] urges that “the deployment of a Fusion Machine Learning Data Platform could in
itself prove a transformational advance, dramatically increasing the ability of fusion science, mathematics, and computer
science communities to combine their areas of expertise in accelerating the solution of fusion energy problems” [575].
Many fields in physical and life sciences could make the same assertion, including all the domains we’ve discussed in
the context of SI. A recent example of such a platform is Microsoft’s “Planetary Computer”, an open-source cloud
platform for multi-petabye global environmental data: planetarycomputer.microsoft.com. Largely an Earth observation
catalogue and development hub, the datasets exemplify the above list of principles, and the ecosystem is designed
to cultivate interdisciplinary and open science. The open-source code should eventually include pipelines for data
processing and engineering, including modules for the principled use of real and synthetic data.

Hutchinson et al. [603] provide a thorough regimen for ML dataset lifecycles and supporting software infrastructure,
while the design of SI data platforms should also consider how the new scientific workflows like Fig. 37 can have
different requirements and challenges from ML in general. Consider that each phase of such a workflow may have
several implicit dataflows, each executing a set of chained data transformations consuming and producing datasets; A
challenge is these phases are often heterogeneous in a few ways: First, software, hardware, and development practices
are inconsistent between collaborating people, teams, and organizations. Second, various fields call for domain-specific
stuff such as specialized data types and structures. And mainly, most of the available software has grown through
accretion, where code addition is driven by the need for producing domain science papers without adequate planning
for code robustness and reliability. [604] The Department of Energy’s 2019 Al for Science Report states “Today, the
coupling of traditional modeling and simulation codes with Al capabilities is largely a one-off capability, replicated with
each experiment. The frameworks, software, and data structures are distinct, and APIs do not exist that would enable
even simple coupling of simulation and modeling codes with Al libraries and frameworks.” The interdisciplinary nature
of simulation intelligence, along with the many possible motif integrations, offer opportunity for SI data platforms to
address these concerns.

The implementation and engineering of such data platforms is far from trivial [605, 606]. First consider that the curation
and preparation of data are often the most time-consuming and manual tasks, which end up being disconnected and
distributed in scientific endeavors. For the former, much manual and highly specialized work is performed by domain
scientists to gather the relevant scientific data, and/or to use ML to achieve automated knowledge extraction from
scientific data. Even then there is a significant gap between raw (or even cleaned) scientific data and useful data for
consumption by ML and other parts of the workflow including simulators. Not to mention most scientific domains
have specialized data formats that may require industry-specific software and domain-specific knowledge to inspect,
visualize, and understand the data. See, for example, Simmhan et al. [606] discuss pipeline designs for reliable, scalable
data ingestion in a distributed environment in order to support the Pan-STARRS repository, one of the largest digital
surveys that accumulates 100TB of data annually to support 300 astronomers. Blamey et al. [607] also provide an
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informative walk through the challenges and implementations of cloud-native intelligent data pipelines for scientific
data streams in life sciences. Deelman et al. [608] advocate for co-located (or in situ) computational workflows, to
minimize inefficiencies with distributed computing. One motivation for co-located workflows is to minimize the cost of
data movement by exploiting data locality by operating on data in place. Other supporting reasons include supporting
human-in-the-loop interactive analysis, and capturing provenance for interactive data analysis and visualization (as
well as any computational steering that results ''). Data pipelines need to provide efficient, scalable, parallel, and
resilient communication through flexible coupling of components with different data and resource needs, and utilize
extreme-scale architectural characteristics such as deep memory/storage hierarchy and high core count.

Technologies in large scale data processing and engineering have flourished in the previous decades of “big data”, and
even more so with the accelerating adoption of Al and ML. It can be expected that SI will be a similar accelerant of data
technologies and ecosystems. Large scale computing (i.e., peta-to-exa scale simulation) imposes significant challenges
in engineering data pipelines [609, 610], in particular for the HPC community which we discuss in the next section.

Accelerated computing

High performance computing (HPC) plays a critical role in simulation systems and scientific computing. HPC
systems are mainly used in domains with complex data-intensive applications, applying advanced mathematics and
sophisticated parallel algorithms to solve large scale problems appearing in physics, medicine, mathematics, biology, and
engineering [611]. Established supercomputer codes (where a supercomputer is system optimized for HPC applications)
build on many years of research in parallelization [612, 613, 614] and numerical methods such as linear and nonlinear
solvers, algorithms for continuous and discrete variables, automatic mesh refinements [615, 616] and others — for
example, the PETSc (petsc.org) suite of data structures and routines for the scalable (parallel) solution of scientific
applications modeled by partial differential equations [617]. Advances in ML and Al have impacted supercomputers in
significant ways: enabling lower precision data types, leveraging tensor operations, and distributed machine learning
frameworks. Further, it is becoming easier to solve traditional problems in a non-traditional way, leveraging neural
networks. For instance, ML has proven highly successful for analyzing large-scale simulation data produced by
supercomputers, such as extracting climate extremes [618], and towards efficient surrogate models or emulators based
on HPC ensemble simulations [619]. One prominent example of a problem requiring massive computing resources
is molecular dynamics (MD). “Anton” [620] is a family of supercomputers designed from scratch to solve precisely
this one problem; recall from Fig. 5 that MD is one subset of the broader spatiotemporal space needed to simulate
dynamics of our world. Recently, researchers at Argonne National Laboratory developed an Al-driven simulation
framework for solving the same MD problem, yielding 50x speedup in time to solutions over the traditional HPC
method [621]. And some work suggests these approaches need not be mutually exclusive: it has been shown in the
context of computational fluid dynamics that traditional HPC workloads can be run alongside Al training to provide
accelerated data-feed paths [622]. Co-locating workloads in this way may be necessary for petascale (approaching
exascale) scientific simulations: Compute aside, supercomputers or large clusters (distributed compute nodes) are the
only way to host some of the largest currently available models — as their memory requirements go into trillions of
parameters, partitioning the model is the only way. In particular, the ensemble simulations can only be done in HPC.
That said, a unified, two-way coupling between such large scale simulators and ML (which calls for data assimilation at
each time step, or updating parameters and state variables) remains a significant challenge due to the complexity of the
system’s mathematical equations (which are often nonlinear) as well as the existing input-output (I/O) structures that
are often built in a black-box way.

Many HPC experts suggest that the highest performing computing systems of the future will be specialized for the
application at hand, customized in the hardware itself and in the algorithms and abstractions underlying the software."!
Both of these considerations — distributed compute and HW-SW specialization, not to mention heterogeneous systems
incorporating a variety of specialized components — can be powerful but make application development more difficult

Y'Computational steering methods provide interactivity with an HPC program that is running remotely. It is most commonly
used to alter parameters in a running program, receive real-time information from an application, and visualize the progress of an
application. The idea is to save compute cycles by directing an application toward more productive areas of work, or at a minimum
stopping unproductive work as early as possible. In the numerical simulation community it more specifically refers to the practice of
interactively guiding a computational experiment into some region of interest.

YA different perspective can be drawn from the example of “Folding@home” [623], a distributed computing project for running
protein dynamics simulations on networks of volunteers’ personal computers that consist of heterogeneous hardware components.
The project aims to help scientists develop new therapeutics for a variety of diseases by simulating the processes of protein folding
and the movements of proteins at scale.
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[624]. At the hardware level, Fiore et al. [609] suggest new processors, memory hierarchy, and interconnects have to be
taken into consideration when designing HPC systems to succeed existing petascale systems. Some works have stated
that silicon photonic interconnects could provide large bandwidth densities at high-energy efficiencies to help solve
some issues related to the increased parallelism and data intensity and movement [625, 626]. At the software level
[604], compilers, libraries, and other middleware, should be adapted to these new platforms — perhaps in automated
ways enabled by machine programming and program synthesis (e.g. in “Arbor” for neuronal network simulations on
HPC [627]). At the applications level, algorithms, programming models, data access, analysis, visualization tools and
overall scientific workflows [608], have to be redesigned when developing applications in petascale (potentially to
exascale) computing infrastructures — for instance, HPC systems (and teams) would do well to adopt the cycles and
tooling of the DevOps and newer MLOps [628] ecosystems, although unique characteristics related to HPC-level data
storage and resource sharing will present new challenges. The interdisciplinary nature of these computing topics is
paramount: collaboration and synergy among the domain science, mathematics, computer science and engineering,
modeling and simulation, etc., an optimal system and solution can be built. Like the integration of SI motifs and the
broader SI stack, more comprehensive and holistic approaches are required to tackle the many complex real-world
challenges.

An interesting and active use-case for HPC is quantum computing, where researchers use supercomputers to simulate
quantum circuits [629, 630, 631, 632, 633] and quantum computers more generally. The invention of quantum
computing was motivated [634] by the fact that quantum computers are exponentially (in the number of quantum bits,
circuit depth, or both) expensive to simulate—this both gives QCs their power and also makes it very challenging
to simulate even intermediate-scale QC [635]. Classical simulations of QCs are important in at least two areas:
quantum-algorithm design (enabling empirical testing and verification of new quantum algorithms) and quantum-system
design (enabling the simulation of both quantum hardware and layers of the quantum stack [636] above hardware
but below algorithms). Accelerated and accurate simulation of quantum computers will play an important role in the
development of practical, useful quantum computers. In parallel to the growth of conventional HPC acceleration of
QC over the past several years, there has been an explosion of interest in the application of machine-learning tools to
problems in quantum physics in general [637, 638, 639] and to the simulation of QC in particular [640]. We are already
seeing ST approaches applied to the domain of QC. Another potential application of HPC to QC, which is essentially
entirely separate from the simulation use case, is that of performing classical co-processing to aid in the execution of
error-correction protocols for quantum hardware. Already there have been efforts to apply neural networks to help with
error decoding [639], and it seems likely that quantum error correction will ultimately be implemented at scale using a
combination of HPC and AI methods. Finally, the practical uses of QC typically involve both quantum and classical
processing [641], with many use cases requiring very substantial amounts of classical computation that themselves
warrant the use of HPC resources. As a concrete example, quantum-chemistry simulations are anticipated to involve a
combination of both classical and QC computations [642] (which we’ve alluded to earlier in several motif examples).

As the field makes advances in the specific motifs and SI overall, there are several open questions to keep an eye on
regarding computation:

* Will advances in the motifs lead to new breeds of algorithms that require radically new systems and/or
architectures? Perhaps these can be implemented as conventional ASICs (Application-Specific Integrated
Circuits), or will new substrates beyond CMOS electronics[643] be preferred?

» Will ST inverse design produce novel compute architectures and substrates?

* How will the open-endedness paradigm affect computing systems (memory allocation, load balancing, caching,
etc.)?

* How will Machine Programming influence hardware-software co-design for simulation intelligence (and
high-performance computing)?

* In addition to the traditional goals of performance and scalability (latency, throughput, etc.), energy efficiency,
and reliability, how will the advancing technologies build abstractions to facilitate reasoning about correctness,
security, and privacy [624]?

* Will SI-based surrogate modeling enable a landscape shift where computationally lightweight surrogates
running on a small number of GPUs replace massive supercomputing workloads (particularly in physical and
life sciences simulations)? What will be the metrics and benchmarks to quantify the tradeoffs between such
orthogonal computation approaches?

To the first question, there has already been a resurgence of interest in novel hardware platforms for both simulation
[644, 645] and machine learning [646, 647, 648, 649, 650, 651, 652]. Although CMOS platforms are still used
essentially exclusively due to their performance and reliability, we anticipate that special-purpose hardware built on
non-CMOS physical substrates may gain traction over the next decade. It remains to be seen if and how appropriate
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benchmarks are developed for comparing different compute substrates, which may ultimately be infeasible in a general,
application-agnostic way. This echoes a significant benchmarking issue we discussed earlier in the context of physics-
infused ML: It is customary that distributed training algorithms in HPC platforms are benchmarked using idealized
neural network models and datasets [578], which does not impart any insights regarding the actual performance of
these approaches in real deployment scenarios — i.e., when using domain-inspired Al architectures and optimization
schemes for data-driven discovery in the context of realistic datasets (which are noisy, incomplete, and heterogeneous),
and when using purpose-built HPC stacks that can have application-specific customizations up-and-down the layers we
described above.

Domains for use-inspired research

Much of the work to develop the motif methods and their many integrations is foundational SI research: Understand-
ing the mechanisms underlying thought and intelligent behavior and their implementation in machines. The main
descriptions of each motif fall in this category, from the mathematics of causality to multi-agent cooperation. Pursuing
foundational research in-sync with use-inspired research is essential, in SI and broadly in simulation, Al, and data
technologies. Use-inspired research is basic research with uses for society in mind, thus a main driver of breakthrough
innovations. Sometimes referred to as “Pasteur’s quadrant™'!!, the many example motif applications we’ve discussed
align with this division of research and development. The National Science Foundation similarly describes their Al
Institutes as operating in cycles of foundational and use-inspired Al research: nsf.gov/cise/ai.jsp.

Table 2 provides a high-level, non-exhaustive look of the domains for use-inspired research per motif. Note many
methods and use-cases arise from the integrations of motifs, as discussed throughout the text, which are not necessarily
elucidated in this high-level table view.

Brain simulation We’ve discussed several neuroscience (and cognitive science) use-cases of SI motifs, notably with
simulation-based inference and probabilistic programming (as well as “working memory” and inverse design). The
intersections of neuroscience and simulation, including big data and machine learning, have had profound effects
on the various fields for decades. The review by Fan & Markrum [653] provides a thorough overview that is out of
scope for the current paper. The authors detail the last century of brain research, building up to today’s supercomputer
whole-brain models [654], with a focus on the recent phases of “simulation neuroscience” and the “multi-scale brain”.
The former describes a collaborative, integrated research setting where in silico and in situ experiments interplay to drive
mathematical and predictive models (as well as produce hypotheses), all leveraging a wealth of biological datasets on a
cohesive, open platform. The latter describes the need for causally linking molecular, cellular and synaptic interactions
to brain function and behavior. We aim for SI to play critical roles in these phases of brain research for decades to come.

Simulations provide the crucial link between data generated by experimentalists and computational (as well as
theoretical) neuroscience models; comparing predictions derived from such simulations with experimental data will
allow systematic testing and refinement of models, and also inform theory in ways that will directly influence neuro-
inspired Al (e.g., as in neural circuitry models for computer vision [321], working memory [655, 656], predictive
coding [657, 658], and others such as spiking NNs [659], language of thought [660], and neuromorphic computing
[661]) — see Refs. [662, 663, 664] for more discussion.

Discussion

In addition to the nine SI motifs, a number of advances in ML also provide encouraging directions for simulation-based
sciences and ML, which we describe below as “honorable mention” methods in scientific AI and ML. We then close
with discussion on the science of science: methods, breakthroughs, and the role for SI going forward.

Honorable mention motifs

Geometric and equivariant neural networks In various physics we encounter symmetries, or equivariance, defined
as the property of being independent of the choice of reference frame. A function is equivariant to a transformation
if applying that transformation to its inputs results in an equivalent transformation of its outputs. A special case of

Vil pusteur’s quadrant is a classification of scientific research projects that seek fundamental understanding of scientific problems,
while also having immediate use for society. Louis Pasteur’s research is thought to exemplify this type of method, which bridges the
gap between “basic” and “applied” research.
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Table 2: The motifs can be applied for science and intelligence workflows in diverse domains and interdisciplinary
use-cases. Here we itemize some main application areas (approximately ordered from smallest physical scales to
largest). Note many methods and use-cases arise from the integrations of motifs (as discussed throughout the text),
which are not necessarily apparent in this table view. Some useful information on the listed domains: HEP stands for
high-energy physics (also called particle physics); Complexity includes systems and intelligence as defined by the Santa
Fe Institute at What is complex systems science? and Complex intelligence: natural, artificial, collective, respectively;
Manufacturing notably includes ML-based design of sensors and chips; Earth systems includes oceans, land, air, and
near space (see earthdna.org).

equivariance that has been exploited largely in machine learning is invariance, where any transformation of the inputs
results in an identity transformation of the outputs: the architectures of CNNs and RNNs make them invariant to
image translations and sequence position shifts, respectively. Thus neural networks with equivarience properties are
an intriguing direction of research. Further, these methods share maths with category theory, which may help define
equivariant architectures beyond CNN and RNN. To this end, Cohen & Welling [665] generalize CNNs to G-CNNSs,
where generalized-convolution replace the position shifting in a discrete convolution operation with a general group of
transformations (like rotations and reflections, in addition to translations). More recent developments by Cohen et al.
[666] extend neural network equivariance beyond group symmetries, developing neural networks that consume data on
a general manifold dependent only on the intrinsic geometry of the manifold.

Graph-structured data, one of the more prevalent types of data used in ML, presents many opportunities and challenges
for exploiting symmetries. Graph neural networks (GNNs) are an extremely active area in the ML community
for learning and predicting on flexible, graph-based inputs, with many applications in chemistry, material sciences,
medicine, and others [667, 668]. Because of their scalability to large graphs, graph convolutional neural networks or
message passing networks are widely used [669]. Yet these networks, which pass messages along the edges of the graph
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and aggregate them in a permutation invariant way, are fundamentally limited in their expressivity [670]. Equivariant
graph networks are more expressive [671], thanks to the generalization properties (rooted in category theory). Recent
work from Haan et al. [669] leverage category theory to derive a more expressive class of “natural graph networks” that
can be used describe maximally flexible global and local graph networks — some of this relationship is discussed in
[672].

Specializing GNN architectures for the task at hand has delivered state-of-art results in areas like drug discovery [673].
One can view such architecture specialities as inductive biases, specifically on the structure of the input (i.e., the input’s
dimensions are related such that they form a graph structure). This has taken shape as a class called Geometric Deep
Learning, where encoding the symmetries present in the problem domain are required for building neural network
models of geometric objects. Said another way, this direction of work aims to generalize equivariant and invariant
neural network operators to non-Euclidean domains (e.g. graphs and manifolds) [674]. Bronstein et al. [674] illustrate
that convolution commutes with the Laplacian operator, and they use this insight to define both spatially and spectrally
motivated generalizations of convolution for non-Euclidean domains. In particular, equivariant neural networks have
architectures designed for vector-transforms under symmetry operations (on reference frames) [666]. By constraining
NNs to be symmetric under these operations, we’ve seen successful applications in areas like molecular design [675]
and quantum chemistry [61]. There is also recent exploration in tying these structural constraints to classes of structural
casual models (SCMs) that we discussed earlier, which could leade to theoretical foundations of how GNNs can be
used to perform causal computations [676]. This is a robust area of ML and applied maths research — the interested
reader can explore [677] for thorough overview, and [678] for theoretical foundations of group equivariance and NNs.

Learning mesh-based simulators Software for modeling of physical bodies and systems typically use mesh-based
representations for the many geometries of surfaces and volumes. Meshes are used to solve underlying differential
equations in the context of finite element analysis (FEA), computational fluid dynamics (CFD), and related statics and
dynamics solvers. These present significant computational bottlenecks, which are weakly mitigated by adaptive meshes
that are finer in areas that need high precision and coarser otherwise. New approaches from the machine learning
community aim to alleviate such bottlenecks by learning the dynamics of deforming surfaces and volumes rather than
the expensive discretization schemes [679] — that is, machine learned emulators for CFD and FEA. Pfaff et al. [680]
develop a GNN model that can be trained to pass messages on a mesh graph and to adapt the mesh discretization
during forward simulation. They show early results on common physical dynamics simulations of deforming plate,
cloth in wind field, and flow are cylinders and airfoils. Similarly using learned message passing to compute dynamics,
Sanchez-Gonzalez et al. [681] implement another GNN-based approach for efficiently simulating particle-based systems
(and they suggest the same approach may apply to data represented as meshes as well). Both works point to the value
of differentiable simulators, providing gradients that can be used for design optimization, optimal control tasks, and
inverse problems.

Differentiable rendering Algorithms from the computer graphics community can have intriguing implications for
ML, for instance for the generation of synthetic training data for computer vision [682, 683, 684] and the class of
methods referred to as “vision as inverse graphics” [685]. Rendering in computer graphics is the process of generating
images of 3D scenes defined by geometry, textures, materials, lighting, and the properties and positions of one or more
cameras. Rendering is a complex process and its differentiation is not uniquely defined, yet differentiable rendering
(DR) techniques based on autodiff can tackle such an integration for end-to-end optimization by obtaining useful
gradients [686]. A driving interest from the ML perspective is towards computer vision models (largely deep neural
networks and PGMs) that understand 3D information from 2D image data. One expectations is the improvement in
vision applications while reducing the need for expensive 3D data collection and annotation. One general approach is
an optimization pipeline with a differentiable renderer, where the gradients of an objective function with respect to
the scene parameters and known ground-truth are calculated. Another common approach is self-supervision based
on differentiable rendering, where the supervision signal is provided in the form of image evidence and the neural
network is updated by backpropagating the error between the image and the rendering output. See Kato et al. [686] for
an overview of DR algorithms, data representations, evaluation metrics, and best practices.

Normalizing and Manifold Flows Although very expressive generative models, a main limitation of the popular
VAE and GAN approaches is intractable likelihoods (probability densities) which make inference challenging. They
essentially represent a lower-dimensional data manifold that is embedded in the data space, and learn a mapping
between the spaces. A class of generative models called normalizing flows [368, 369, 687] are based on a latent space
with the same dimensionality as the data space and a diffeomorphism; their tractable density permeates the full data
space and is not restricted to a lower-dimensional surface [688]. Normalizing flows describe a general mechanism
for defining expressive probability distributions by transforming a simple initial density into a more complex one
by applying a sequence of invertible (bijective) transformations [368, 369], can provide a richer, potentially more
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multi-modal distributions for probabilistic modeling. In theory the expressiveness is unlimited: Papamakarios et al.
[369] show that for any pair of well-behaved distributions p,.(x) and p, (mathrmau) (the target and base, respectively),
there exists a diffeomorphism that can turn p,,(u) into p,(x); « and u must have the same dimensionality and every
sub-transformation along the way must preserve dimensionality. With distributions of larger dimensions there is larger
computational cost per sub-transform; various classes of composable transformations exist, such as residual and radial
flows, with known computational complexities. Multi-scale architectures can be used mitigate the growing complexity
by clamping most dimensions in the chain of transforms, thus only applying all steps to a small subset of dimensions,
which is less costly than applying all steps to all dimensions [689]. The same approach can be utilized for multi-scale
modeling, which is a natural modeling choice in granular data settings such as pixels and waveforms [369], and in many
scientific environments as we’ve discussed. A class of flows particularly relevant to SI may be continuous-time flows,
where the transformation from noise u to data z is described by an ordinary differential equation (rather than a series of
discrete steps) [690, 691, 692]. There are also equivariant manifold flows [693] which aim to learn symmetry-invariant
distributions on arbitrary manifolds, to overcome issues with the main generalized manifold-modeling approaches (both
Euclidean and Riemannian). Much like the other equivariant methods we’ve discussed, we need to properly model
symmetries for many applications in the natural sciences — e.g., symmetry requirements arise when sampling coupled
particle systems in physical chemistry [694], or sampling for SU (V) lattice gauge theories in theoretical physics in
order to enable the construction of model architectures that respect the symmetries of the Standard Model of particle
and nuclear physics and other physical theories [695]. For a thorough review of normalizing flows for probabilistic
modeling and inference, refer to Papamakarios et al. [369].

Brehmer & Cranmer [688] highlight a limitation: Normalizing flows may be unsuited to data that do not populate the
full ambient data space they natively reside in, and can learn a smeared-out version rather than the relatively higher
dimensional manifold exactly (illustrated in Fig. 38). They introduce manifold-learning flows (M-flows): normalizing
flows based on an injective, invertible map from a lower dimensional latent space to the data space. The key novelty
is that M-flows simultaneously learn the shape of the data manifold, provide a tractable bijective chart, and learn a
probability density over the manifold, thus more faithfully representing input data that may be off manifold (in ambient
data space). M-flows describe a new type of generative model that combines aspects of normalizing flows, autoencoders,
and GANSs; flows that simultaneously learn the data manifold and a tractable density over it may help us to unify
generative and inference tasks in a way that is tailored to the structure of the data. In many scientific cases, domain
knowledge allows for exact statements about the dimensionality of the data manifold, and M-flows can be a particularly
powerful tool in a simulation-based inference setting [1].
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Figure 38: (Left) Sketch of how a standard normalizing flow in the ambient data space (left, orange surface) and an
M-flow (right, purple) both model the same data (black dots). (Right) Sketch of how an M-flow evaluates arbitrary
points on or off the learned manifold: First we show the data space X with data samples (grey) and the embedded
manifold M (orange). Then the latent space UV is shown. In purple we sketch the evaluation of a data point = including
its transformation to the latent space, the projection onto the manifold coordinates, and the transformation back to the
manifold. (Figures reproduced from [688])

AlphaFold The recent landmark results from DeepMind’s AlphaFold [360] on the Critical Assessment of Tech-
niques for Protein Structure Prediction (CASP) competition showed dominance over the field for state-of-art in
three-dimensional protein structure modeling.* AlphaFold’s approach to computational protein structure prediction
is the first to achieve near-experimental accuracy in a majority of cases. Overall there were several deep learning
innovations to assemble the network purpose-built for protein structures [360]: a new architecture to jointly embed
multiple sequence alignments and pairwise features, a new output representation and associated loss that enable accurate
end-to-end structure prediction, a new equivariant attention architecture, and others including curated loss functions.

XSee “It will change everything: DeepMind’s Al makes gigantic leap in solving protein structures” in Nature News, and
“AlphaFold: a solution to a 50-year-old grand challenge in biology” from DeepMind.

73


https://www.nature.com/articles/d41586-020-03348-4
https://deepmind.com/blog/article/alphafold-a-solution-to-a-50-year-old-grand-challenge-in-biology

While the success of AlphaFold is undeniable, questions remain as to how much of the AlphaFold modeling framework,
and knowledge about it, can be adapted to solve other, similar fundamental challenges in molecular biology, such
as RNA folding and chromatin packing — how much effort would be needed to customize the tool to other areas to
make a fresh contribution to them, and how to evaluate the contribution of the Al tool itself versus the human in the
loop at most stages? A more philosophical outcome of AlphaFold is the implication that a scientific challenge can be
considered partially or totally solved even if human scientists are unable to understand or gain any new knowledge
from the solution, thus leaving open the question of whether the problem has really been solved. It will be intriguing
to explore this perspective and the related area of Al-anthropomorphism [696] as more scientific, mathematical, and
engineering challenges are overcome by various types of machine intelligence.

Quantum computing Quantum computing [641] has strong connections with both simulation and machine learning.
With the recent experimental demonstration of quantum computational supremacy [697] and rapid progress in the
development of noisy intermediate-scale quantum (NISQ) machines [635] and algorithms[698], there is optimism
that quantum computers might even deliver an advantage in tasks involving the simulation of quantum systems in
the foreseeable future. In the longer term, once large-scale, fault-tolerant quantum computation is achieved, quantum
simulation is widely expected to be a transformative use case [699, 700, 701].

There also exists a large body of work investigating diverse ways in which quantum computers might be used to perform
machine-learning tasks — the subfield of quantum machine learning (QML) [702, 703]. QML methods exist both for
tasks involving classical data as well as for tasks involving quantum data, although there is a general expectation
that it will be easier to obtain an advantage with tasks on quantum data. The notion of differentiable programming
has also been extended to quantum computing, first as part of QML, but now also applied to other areas of quantum
algorithms [701, 704, 705, 706]. Since quantum algorithms — including quantum-simulation algorithms, but also
algorithms simulating classical systems on quantum computers — can generate quantum data, there is a natural point
of connection between simulation on quantum computers and QML for quantum data, and one might expect even
closer interplay between simulation and machine learning methods in quantum computing, as we have seen develop in
classical computing, and which this paper describes the merger of.

Conclusion

Donald Braben, a pioneer in innovation practices and the culture of scientific research, defines transformative research
as “research that sets out radically to change the way we think about an important subject” [707]. Advancing the
Nine Motifs and realizing synergistic artificial intelligence and simulation sciences can provide the requisite tools for
transformative research across domains.

Yet simulation in conjunction with artificial intelligence does not necessarily yield solutions. Rather, when integrated in
the ways we’ve described, it enables intelligent navigation of complex, high-dimensional spaces of possible solutions:
bounding the space helps to guide the user to optimal solutions, and, in many cases, expanding the space to new
territories can enable solutions beyond existing knowledge or human priors (Fig. 29).

Unlike current statistical machine learning approaches, simulation-based approaches can better deal with cause-effect
relationships to help find first principles and the generating mechanisms required to make progress in areas of scientific
discovery. Whether this is for problems in inverse design of synthetic biology compounds, predicting the results
of interventions in social systems, or optimizing experimental design in high-energy physics, the Nine Motifs of SI
explored here enable one to intelligently and tractably navigate the search space of possibilities.

This is why we put forth the concept of new SI-based scientific methods. While the traditional scientific method can
be described as hypothesis-driven deduction, 21st century advances in big data brought about a major shift affecting
nearly all fields, opening the door for a second dimension of the scientific method: data-mining-inspired induction
[708]. More recently, machine learning along with high performance computing shaped this inductive reasoning class
of scientific method to lean on the patterns and predictions from data-driven models.

It is clear the traditional scientific method provided a useful step-by-step guide for knowledge gathering, but this guide
has also fundamentally shaped how humans think about the exploration of nature and scientific discovery. That is,
presented with a new research question, scientists have been trained to think immediately in terms of hypotheses and
alternatives, and how to practically implement controlled tests [708]. While effective for centuries, the process is
also very slow, and subjective in the sense that it is driven by the scientist’s ingenuity as well as bias — this bias has
sometimes been a hindrance to necessary paradigm shifts [709]. It is possible that additional dimensions (or classes) of
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scientific methods can shift this classical regime to additional “modes” of knowledge gathering, which is what we aim
to motivate in this work with simulation intelligence.

One can expect significant advances in science and intelligence with the development and adoption of these modes, but
it is also possible that additional ethical and societal implications will arise. Automation bias and algorithm aversion
are concerns we raised in the context of human-machine teaming, and can appear in varied ways when exploring new
dimensions of scientific methods with simulation and artificial intelligence technologies. High costs associated with
data collection, data access, and computing power are already problematic in today’s society, particularly in the creation
and exacerbation of inequalities in research output between state and private institutions as well as between developed
and developing nations. Not to mention the ethics and safety challenges we encounter with Al in high-stakes settings,
such as biomedical and social research, are similarly relevant with SI-based methods in these settings; performance
variability of healthcare and sociopolitical applications across subsets of the population are already a challenge of
conventional data-driven methods, and increasing the reliance on such methods at the research stage might exacerbate
these issues further.

The continued blending of data-driven, Al, simulation, and large-scale computing workflows is a promising path
towards major progress and the emergence of a new scientific methodology [710]. It is not unreasonable to expect
that the SI motifs and the integrations we’ve described can broaden the scientific method in general, with reliable
and efficient hypothesis—simulation—analysis cycles [213], including machine-driven hypothesis generation for highly
autonomous science. Each of these motifs, particularly in combinations described by the SI stack, allows this process to
happen faster and more effectively — from probabilistic programming decoupling modeling and inference, to surrogate
modeling allowing for rapid and powerful simulation of systems when detailed mechanistic modeling is infeasible,
to simulation-based causal discovery deriving the true mechanisms of disease processes, to physics-infused learning
deriving the governing equations of unknown physics, and so on. The SI driven scientific methods can help practitioners
produce optimal and novel solutions across domains and use-cases in science and intelligence, and provide an essential
step towards the Nobel Turing Challenge, creating the machine intelligence engine for scientific discovery [229].
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